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About these Notes

These notes provide a graduate-level introduction to cosmology. They focus on the physics of
the late Universe, with a little early Universe physics thrown in for completeness, exploring the
dynamics, structure, and evolution of the Universe starting from the Big Bang and ending several
billion years later. The treatment is advanced, so we’ll get deep into the mathematics behind key
observations that have been instrumental in developing the standard cosmological model, such
as galaxy clustering and the cosmic microwave background. By the end, you should be ready to
perform cutting-edge research in cosmology!

Conventions: Throughout these notes, we’ll assume kg = ¢ = h = 1, and use the mostly-positive
metric signature.

Acknowledgements: These notes are largely based on Daniel Baumann’s Cosmology textbook
(and my own dim and distant memory of accompanying Cambridge course), with additional input
from Dragan Huterer’s A Course in Cosmology and Colin Hill’s lecture notes. Additional resources
include the excellent textbooks by Dodelson & Schmidt and Weinberg, as well as my own lecture
notes on the Effective Field Theory of Large-Scale Structure.
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1 A Brief History of the Universe

Under the standard Hot Big Bang scenario, the early Universe was dense and hot. As the Universe
expands and cools, it passes through a series of key epochs, triggered when the temperature drops
below a characteristic energy scale. These correspond to changes in the particle content of the
Universe, e.g.,, at the QCD phase transition quarks and leptons are replaced with hadrons, and
Hydrogen replaces electrons and protons at recombination.

Here are the key epochs (very approximately):

Event Energy Time
Inflation ~ 106 GeV ~10736-1073% 5
Reheating < 10'% GeV (model-dependent) <1078
Electroweak Phase Transition 100 GeV 10710
QCD Phase Transition 150 MeV 107*s

v decoupling 1 MeV 1s
BBN 0.1 MeV 10% s
Matter-radiation equality 0.8eV 5x 10% yr
Recombination 0.26 eV 3.8 x 10° yr
First structures form 1073 eV 108 yr
First galaxies form 1073 eV 5 x 108 yr
Matter—dark energy equality 1073 eV 9 x 10 yr
Today 2.35 x 107% eV 13.8 Gyr

Note that the temperature of the Universe is approximately given by T/1MeV ~ (t/1s)"1/2. We
will provide more detail on (most of) these epochs below.

2 The Cosmological Background

2.1 Cosmological Principle

The cosmological principle states that, on sufficiently large scales, the Universe is homogeneous
and isotropic. Homogeneity implies that the Universe looks the same from any position (i.e.
invariance under ¥ — & + @), isotropy implies that the Universe looks the same in any direction (i.e.
invariance under rotations).

This is experimentally supported (though still argued about). The primary evidence for isotropy
comes from the CMB: the temperature anisotropy and (the inferred density fluctuations) are tiny,
ST/T ~ §p/p ~ 107°. The distribution of galaxies imply homogeneity, at least above scales of
around 100 Mpc.!

11 Mpc = 3.086 x 10??m. This is an annoying, but common, choice of units.



2.2 Distances & Metrics

The metric plays a central role in describing the geometry of the Universe. Fundamentally, this
relates a set of coordinates ({z!,22,---}, which are human constructs) to distances (which are
observables). A particularly simple, but useful, set of metrics describe flat three-dimensional
Euclidean space. Assuming the Cartesian coordinates ! = {z,y, z}, we have the line element:

de* = Z%‘j dx' da? = da® + dy? + d2°. (1)
ij

implying that «;; = 0;;, for Kronecker delta d;;. A more interesting metric is obtained by using
polar coordinates: x' = {r, 0, ¢}, with

Al = dr? + 2 d? + r*sin?0 d¢? = dr® 4 r* dQ? (2)

(where dQ2?> = df? + sin?0 d¢? is the metric on the unit 2-sphere). Here, the metric is given by
vi; = diag(1,72,7? sin? §). Importantly, ds? is invariant under a coordinate transform.

To describe physics in an expanding Universe, we need a spacetime metric (341 dimensions),
which includes time. Defining the coordinates x# = {2, x!, 22, 23} where 2° describes time and 2
describes space,? we have the infinitesimal spacetime interval:

ds® = g, () dot da”, (3)

where ¢ is the metric. The simplest metric is Minkowski, which corresponds to flat space (the
rest-frame in special relativity):

ds? = —dt* + da® + dy? + dz2?, g = diag(—1, +1,+1, +1) = 1. (4)

ds? = —dt® + dr? 4+ r2dQ?, g = diag(—1,1,7% 7% sin? ). (5)

for x# = {t,x,y, 2} and 2* = {t, 7,0, ¢} respectively. Timelike intervals (—ds?> = dr? > 0) correspond
to the paths of massive particles; null intervals (ds? = 0) correspond to light rays.

In General Relativity, the metric becomes a dynamical, coordinate-dependent field, sourced by
matter and energy (with the famous quip: matter tells space how to curve; space tells matter how
to move). The relationship between matter content and geometry is governed by Einstein’s field
equations, which we’ll use below.

2.3 The FLRW Metric

What is the metric of our Universe? On large-scales, the metric is heavily restricted by the
assumptions of homogeneity and isotropy. We can start from the most general form (splitting time
and space):

ds? = —A(t, %)dt* + By(t, )dtdx’ + Cy;(t, ¥)dx' da?, (6)
for unknown A, B, C'. We then apply our symmetry requirements:

a) Homogeneity: A, B,C cannot depend on Z.

2Here and throughout we will use the standard convention that u € {0,1,2,3} describes spacetime indices and
i € {1,2,3} describes spatial indices. We will also use Einstein summation convention: g,,dz*dz” =3, guvdz*dz”
et cetera.



b) Isotropy: There are no preferred directions. Therefore, B; must vanish (there is no special
vector it could point along), and Cj; must be proportional to the spatial-metric, v;; (which we
will define below).

Finally, we can redefine the time-coordinate such that A(t)dt?> — dt?>. Combining everything
together, we find

ds? = —dt* + a*(t)yi;da'da?. (7)

Here, a(t) is the scale-factor, which describes how physical distances change with time. We
typically normalize it such that a(tg) = 1, where ¢ is the time today.

The final ingredient in the metric is the spatial metric +;;, which describes the three-dimensional
geometry of the Universe. Via homogeneity, this must be a space of constant spatial curvature.
There are three options, parametrized by the curvature constant k:

1. Flat (k = 0): ordinary Euclidean 3-space, with
Yijda'de? = dx® + x*(d6? + sin0 d¢?) = dx* + x* dQ°. (8)

Here, x is a radial coordinate (known as the comoving radial coordinate), and 6, ¢ are the
usual polar coordinates.

2. Spherical (k = +1, positive curvature). This is the 3D analogue of the 2-sphere S?, and can be
thought of as coordinates living on the “surface” of a 4-dimensional sphere (23 + 23 + 23 + 23 =
R2):

Yijdatde? = dx?® + R3sin®(x/Ro) dQ>. 9)
This describes a closed Universe, with finite (but unbounded) spatial extent (like the surface
of a sphere, but one dimension higher) and radius Rj.

3. Hyperbolic (k = —1, negative curvature). This is the 3D analogue of the 2-hyperboloid E?2,
and can be thought of as coordinates living on the “surface” of a 4-dimensional hyperboloid
(23 + 23 + 23 — 22 = —R?).

yijdz'de? = dx?® + REsinh?(x/Ro) dQ2. (10)

This describes an open Universe, with infinite extent defined by the radial distance Ry (like a
higher-dimensional saddle).

All three cases can be written in the unified form ~;;dz'dz? = dx? + S,% (x) d22, where
X k =0 (flat)

Sk(x) = { Rosin(x/Ry) k= +1 (spherical) (11)
Rysinh(x/Ry) k= —1 (hyperbolic).

Combining with the time part, we obtain the full Friedmann—Lemaitre—Robertson—Walker
(FLRW) metric:3

ds* = —dt* + a*(t) [dx® + S (x) d2?] (12)

3Also known as Friedmann-Robertson-Walker, Robertson-Walker, or really any combination of F, L, R, W.



This is the most general spacetime metric consistent with homogeneity and isotropy, and will form
a central role in these lectures, as the background metric for our Universe. It also defines the proper
time coordinate, via dr? = —ds? (encoding the time difference at fixed spatial coordinates).

The FLRW metric is often written in two alternative choices of coordinates. First, we can use
the standard spherical polar coordinates: 7,6, ¢. Defining r = Si(x) (such that the angular piece
takes the canonical form: r2d©2?) and doing some mild trigonometry, this gives

dr?

ds? = —df* + a*(t) | ——
i T T TR T

2a0?| . (13)
where it is clear that r < Ry for a closed Universe. Secondly, one can define conformal time via
dn = dt/a, such that the scale factor multiplies the entire metric:

ds* = a*(n) [—dn® + dx* + Si(x) d2?] . (14)

This is useful because the causal structure becomes transparent. In particular, photons travel on
null curves satisfying ds = 0: a radial photon thus has dn = dy, implying that it propagates on
straight lines at 45° in the (7, x) plane, just as in Minkowski space.

2.4 Hubble Parameter and Hubble’s Law

With the FLRW metric in hand, we can define several important physical quantities. The scale
factor a(t) describes how physical distances stretch with the expansion. For an object at fixed
comoving distance x from the observer, the physical distance is dphys(t) = a(t)x — this describes
the true distance between the observer and object if we could ‘freeze’ the expansion of the Universe
and lay down a (rather long) ruler.

The Hubble parameter is the logarithmic time derivative of the scale-factor:

H(t) = g, (15)

where X = dX/dt. This describes the expansion rate of the Universe. The aforementioned object at
comoving distance x is transported away from the observer as the Universe expands: this occurs at
a physical velocity:*

) a
Vonys(t) = a(t) x = LaX = H(t) dpnys(1). (16)
This is Hubble’s law: the recession velocity is proportional to the physical distance:
V=Hd. (17)

The present-day value of Hubble is Hy = H(to) ~ 100 h km/s/Mpc with h ~ 0.67.° Hubble’s law is
a direct consequence of the homogeneous expansion of space and holds for any pair of comoving
observers.

“We ignore peculiar motions, which introduce Vpnys(t) D a(t)x(t) = Vpec(t).
5The value of h is hotly debated. This is (in part) the reason for the appearance of h in many cosmological units.



2.5 Geodesics

Above, we have specified the background geometry of the Universe. How do particles move in it?
As we learnt in General Relativity, free particles follow geodesics, which are the relativistic analog
of straight lines in Minkowski space. The geodesic is defined as the ‘shortest path’ between two
points (or formally, that that extremizes the spacetime interval). To define this, we note that the
distance between points A and B can be naturally extracted from the metric:

B Ap dxH dzv
SAB :/ ds :/ — g ————dA (18)
A A4 2ax d\

introducing some affine parameter A labelling how far we are along the curve z#(\). Extremizing
with respect to x#(\) (via Euler-Lagrange) gives the geodesic equation:

dx® dzP

A2z "
oz Tles gy =0 (19)

which depends on the Christoffel symbols (connection coefficients):
T4 s = 5 6" (8agps + 59po — Opgap) - (20)

Note the presence of the inverse metric: g#”. This satisfies g"’g,\ = 6§, with g"” # g, in general.
A simple example of geodesic equations is provided by Newtonian gravity: this has the metric
ds? = —(1 4 2®)dt? + (1 — 2®)dx? (collapsing to Minkowski space if ® — 0), which leads to the
geodesic equations d?x?/dt?> = —0;®, matching Newton.

For the FLRW metric, the only non-vanishing Christoffel symbols are

%

. A 1
T3 = adyij, Toj =05, Th= 9" @57 + Ovjt — D) - (21)

For a flat Universe in ¢, z,y, z coordinates, F;k vanishes, since 7;; = d;; is coordinate-independent.
We can use the geodesic equation to understand the propagation of photons. First, we note
that the 4-momentum of photons is given by P* = {E,p'}, where E is the energy and p' is its
3-momentum. This can be explicitly related to the photon trajectory via P* = %, where \(t)
parametrizes the time along the curve.” From the geodesic equation, we find
dPH

. rh, PeP? =0. (22)

Writing d/d\ = (dz°/d)\)d/dz® = P°d/dz° we find

dP"
PO +Thg PePP =0. (23)

Further setting p = 0 (with P* = E) and inserting the Christoffel symbols for the FLRW metric,
we arrive at

dE o o
EE = _F?j p'p’ = —aap'p’éi; (24)

51f you haven’t seen these before: fear not! They are just matrices describing how the metric changes with respect
to coordinates.
"For massive particles, we have a similar relation: P* = mdz* /dr for proper time 7.



Finally, we note that, since photons propagate on null geodesics, g, P*P" = 0 thus E? = a%p-p.
This implies that

1dE 1 da

—aee 2 Eocal. 2
E di adt xa (25)

This proves that the energy of a photon decays with the expansion of the Universe.

Consider a photon emitted at some scale-factor aen with frequency ven, (with E o< v). Due to
the expansion of the Universe, this will be observed to have frequency vops < Vem at some later-time
with scale-factor aqhs. Via the above argument

Vobs _ Aem . (26)
Vem Gobs
Defining the redshift as the fractional decrement in the photon wavelength A o< v~ (2 = Agbs/Aem—1),
and setting aons = 1 (today), we find

dem = (1 + Zem) 1|, (27)

This implies that the scale-factor is uniquely determined by the cosmological redshift, which itself
encodes the expansion-induced change in energy of a photon traversing from that time until today.
We'll use z,t and a as time-coordinates interchangeably going forward.

2.6 Cosmological Distances

The above discussion raises an important question: how do we define ‘distance’ in cosmology? This
is a bit subtle: we can’t simply lay down rulers and measure since the Universe (and potentially
our rulers) is expanding. There’s a proliferation of different definitions for distance that crop up in
cosmology: here are the five most important ones:

1. Comoving distance: This is the (comoving) distance a photon travels from a source at time
t to the observer at time ¢y (today). Since photons travel on null geodesics (ds? = 0, giving
dx = dt/a = dn), the comoving distance can be computed as

x(to) to gt

X(t) tem a(t)
Using H(t) = dloga/dt and a = (1 + z)~!, this can be rewritten purely in terms of the
expansion history:

z dZ/
x(z) = —. 29

&= e (29)

This is a key result: given H(z), we can compute the comoving distance to any redshift.

2. Physical (proper) distance: dnys(t) = a(t) x, where x is the comoving distance. This is
the ‘true’ distance between two objects (defined from the spatial metric: d¢ = ady), i.e. the
quantity you’d measure if you froze the expansion of the Universe and laid down some rulers.

3. Luminosity distance: A classical way to measure distances involves ‘standard candles’. If
I know the intrinsic luminosity of an object, L, and I measure the flux, F', I can obtain the



distance d by using the inverse-square law: F = L/(4wd2). In an FLRW Universe, this is
modified to
L 1 1

F= : :
Ama?(to)SE(xlz]) 1+2z 142

(30)

where 4ma?(t9)S2(x) is the proper surface area of the sphere of photons from comoving distance
X(z) at time to (from the angular part of the metric), and the two 1+ z = a(tg)/a(tem) factors
accounts for (1) the reduction in the arrival rate of photons due to expansion; (2) the loss of
energy of photons due to expansion (as derived above). Comparing to the classical result, we
find the luminosity distance

dr, = (14 2) Sk(x); (31)
(since a(tp) = 1), which reduces to (1 + z)y if the Universe is flat.

4. Angular diameter distance: We can also measure distances using ‘standard rulers’. In
Euclidean space, an object with known physical size D and distance d4 subtends an angle
00 ~ D/d 4 in the sky; measuring 66 at known D thus gives us an estimate for d4. For the
FLRW equivalent, we note that, upon emission at time t¢pn, the physical distance between two
photons at opposite sides of a source is given by a(tem)Sk(x)08 (from the metric), which must
be equal to D. Comparing to the Euclidean case, we find

|44 = altem) Se(x(2]) = Sk(x[2)/(1 + 2)] (32)

Note that the luminosity and angular diameter distances are connected by the distance
duality relation (Etherington reciprocity):

dr, = (1+2)%dga; (33)

this is a surprisingly general result (assuming only that photons travel on null geodesics and
that their number density is conserved).

A few more distance measures will also prove useful.

1. Hubble radius: dy = 1/H. This is the characteristic distance scale of the expansion: from
the definition of physical velocity, objects at d > dp are receding superluminally.® We will use
this quantity a lot when discussing inflation.

2. Particle horizon: This is the maximum comoving distance from which a photon could have
reached us since the Big Bang (¢ = 0), i.e. the size of the observable Universe at time ¢. From
the metric:

t dt/
(1) = —— =n(t), 34
Glt) = [ 2 = 0t (34)
which is equal to the conformal time. The physical horizon distance is dpor(t) = a(t) Xhor(t) =
a(t)n(t). Today, this is approximately equal to xnor(fo) &~ 14 000 Mpc, but it is growing as the
Universe expands and more of it becomes causally connected (i.e. able to interact via light
rays).

8This does not violate special relativity, since the recession is due to the expansion of space itself, not motion
through space.



3. Event horizon: This is the maximum comoving distance from which a photon emitted at
time ¢ will reach us in the future. From the metric

i = | N CZ) = n(o0) — n(t). (35)

Note the difference between the particle and event horizons: anything outside the particle
horizon we don’t know about today (photons haven’t reached us), but anything outside the
event horizon we will never know about (photons will never reach us). In the standard
cosmological model, xen(to) = 5000 Mpc.
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Figure 1: Space-time diagram (reproduced from Davis & Lineweaver 2004). This shows the interplay
of the comoving distance and conformal times (here labelled 1) for an observer at xy = 0, where
n = 0 is the end of inflation, and n = 60Gly is the asymptotic future. Regions outside the particle
horizon have never been in contact with us in the past; regions outside the event horizon will never
be in contact with us in the future.

2.7 Curvature & the Einstein Equation

We’ve now described the background geometry of the Universe and understood how particles and
photons traverse it. But there’s still a key missing ingredient: the expansion history, H(t) (and
thus the scale factor a(t)). To determine the dynamics of the expansion, we can use the Einstein
equation, which states

G = 871G Ty (36)

The left-hand side is the Einstein tensor, which describes the curvature of space. The right-hand
side is the stress-energy (also energy-momentum) tensor, which we’ll define below.? To solve for
a(t) we'll need to evaluate both sides using the FLRW metric.

Tf you’ve not seen this before, don’t panic. It’s just a set of 10 equations (one for each p,v, with G, = G.,.)
linking derivatives of the metric (left hand side) with the density and pressure of the Universe (right hand side).

10



Let’s start with the Einstein tensor. This is defined in terms of the Ricci tensor, Ry, (which is

itself a contraction of the Riemann tensor: R)\;m/)’ as
Guy = Ruy - %guu R (37)

where R = g"” R,,,. In terms of Christoffel symbols:

Ry, = 0\T), — 0,0\ + DA%, — T, T5, (38)

this uniquely defines G, in terms of the metric and its derivatives. For the FLRW metric, there
are only two non-vanishing contributions:

i (a 2 L

a a a’R?

where ;5 is the spatial metric.'® From this it is straightforward to obtain the Einstein tensor, G-

. 2k
Ry =-34 Ry = <ad+2a2+> vij = R=6 (39)

Rj

2.8 Stress-Energy Tensor

Next, we must specify 7},,, which encodes the particle content of the Universe. Typically, this is
done by assuming that (on sufficiently large scales) the Universe can be described by a fluid. T},
can be written in terms of the hydrodynamic properties of this fluid:!

T Too To; mass-energy density energy flux / momentum density (40)
e Tio T;; energy flux / momentum density stress-tensor

where the ij components (the stress-tensor) encode the forces between fluid elements including
pressure and viscosity.

The assumptions of homogeneity and isotropy greatly restrict the form of T},. In a frame
comoving with the fluid, homogeneity implies that 7}, must be invariant under translations thus
Ty (t, %) = Ty (t). By definition, Tho describes the energy density, thus Too = p(t). By isotropy, Tio
and Tp; must vanish (there are no preferred directions, since we are in a rest frame) and T;; must be
proportional to the spatial metric: T;; = P(t)g;;, where P(t) is the fluid pressure (this is the isotropic
force per unit area exerted by a fluid). In combination, we find that 7T}, = diag(p, Pa?, Pa?, Pa?)
(in t,z,y, z coordinates).

To use the Einstein equation, we require a form for 7}, that is valid in all frames, not just the
fluid’s rest frame. The general covariant form is given by

T = (p+ P)UMUY + P g™, (41)

where U* is the 4-velocity of the fluid relative to the observer. This satisfies homogeneity and
isotropy explicitly (noting that U* and g"” are the only vectors and tensors in the problem), and
reduces to the above form if U* = (1,0,0,0) (as appropriate for a comoving observer).

107 simpler scenario is the weak-field Newtonian metric: ds? = —(1+ 2<I>)dt2 +(1- 2<I>)dx2. This has Goo = 2V2®;
noting that Tho = p, this leads to the Poisson equation: V2® = 47Gp.
"The stress-energy tensor can also can be rigorously defined from variational principles, given an action S [guv]-

11



2.9 Continuity Equation

In General Relativity, the stress-energy tensor is conserved: V1%, = 0.2 Explicitly inserting the
definition of V;:

VuTh, = 8,Th, + T4 T, — T}, T =0, (42)

which gives a set of four equations (for v = 0, 1,2,3). These describe conservation of energy and
momentum, analogously to the continuity and Euler equations in fluid mechanics. Noting that
T"y = 0, the v = 0 component simplifies to

BT + ThT% — ThoTH, = 0, (43)

Inserting the Christoffel symbols for the FLRW metric, alongside the comoving-observer definition
T", = diag(—p, P, P, P), we obtain the continuity equation:

6+3H(p+P)=0.]| (44)

This encodes conservation of energy in an expanding background and plays a crucial role in cosmology.
Physically, the 3Hp term represents the dilution of energy density from the expanding volume
(V x a3 so V/V =3H), and the 3HP term captures the thermodynamic PdV work done by the
pressure.

2.10 Friedmann Equations

Let’s return to the Einstein equation armed with our knowledge of the energy-momentum tensor.
The (0,0) component of the Einstein equation (in an (¢, z,y, z) coordinate system) gives

L\ 2
a k
GOO = ROO + %R == 3<<a> + (L2R2> =81 P, (45)
0

noting that ggg = —1 and Ty = p. Inserting the FLRW definitions of the Ricci tensor, we find the
first Friedmann equation:

L\ 2
G k
H25<a> =, (46)
a 3 a?R?

This relates the expansion rate H to the total energy density p and the spatial curvature k/ R%.IB

This is a first-order differential equation in time: by combining with the continuity equation (which
defines p(t)), we can solve for a(t).
The (4, j) component of the Einstein equation gives R;; — % 9ijR = 8mG Pg;;, leading to

a a k
2— — —— = —8rG P 47
P (a) * a?R? " (47)

Combining with the first Friedmann equation, we find the second Friedmann equation:

a 47 G
i ul P 4
a 3 (p+3P), (48)

12This involves the covariant derivatives, which generalize the usual partial derivatives (8y) to arbitrary coordinate
systems. Also note that T#, = " T,.
13This can also be derived without assuming GR. See Baumann or Huterer for a nice derivation.
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which defines the acceleration of the Universe. Notably, the expansion decelerates (i < 0) when
p + 3P > 0, which holds for ordinary matter and radiation (and indeed any species obeying the
strong equivalence principle). The expansion accelerates (4 > 0) when p + 3P < 0. Notably, only
two of the three evolution equations are independent: differentiating the first Friedmann equation
with respect to time and inserting the continuity equation yields the second Friedmann equation.

2.11 The Evolution of Species

To close the set of equations, we require a relation between p and P. Most cosmological species
(matter, radiation, et cetera) can be described by a constant equation-of-state:

P(t) = wp(t) (49)

From the continuity equation

p+3H(1+w)p=0 :>§:—3(1+w)%:0 = | poca 30tw), (50)

There are three interesting types of matter:

1. Matter. For non-relativistic matter (also known as ‘dust’), P, < pp, thus w,, ~ 0. The
continuity equation implies that p,, oc a=3, i.e. the density dilutes with the expansion of the
Universe (as V oc a®). Here, matter includes baryons, dark matter, and, if non-relativistic,
neutrinos.

2. Radiation. For photons and relativistic matter, P, = p,/3, thus w, = 1/3.'* From the
continuity equation p, o< a~*. In addition to dilution (a~3), each photon loses energy due
to redshifting (x 1/a), giving the extra power of a. In the early Universe, neutrinos are
relativistic, thus act as radiation.

3. Dark Energy: This is a mysterious force invoked to explain the accelerating expansion of
the Universe. In the standard model (featuring a cosmological constant, A), Py = —py, thus
wp = —1, and pp o a, implying that the density is constant in time (being a property of space
itself). Given our lack of knowledge of what dark energy actually is, it has become popular
(though not necessarily well-motivated) to test whether dark energy has a non-standard (and
possibly varying) equation-of-state: wp # —1.

Note that the Friedmann equations depend on the total density and pressure of matter: pior = > ; ps
and Piot = ) ; P, whilst the continuity equation holds for each species individually.

There are two equivalent ways to include canonical dark energy (with w = —1) in the cosmological
model. First, we can treat it as a physical source of stress-energy, including it in the density and
pressure budget as above. Secondly, we can add it directly to the Einstein equations, via the
modification:

G — G +Agy = 8nGT),,, (51)

for constant A. The second approach is the one originally advocated for by Einstein (in his infamous
‘biggest blunder’); but the first approach is more common in the contemporary literature, so we’ll
assume it henceforth.

14This is a standard result; it can be derived by noting that the pressure is equal to the momentum flux, thus
P= %n (pv) for momentum p and velocity v, where 1/3 arises from averaging over direction. Setting v = ¢ =1 and
p = FE, with nE = p, we find the desired result.
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2.12 The Evolution of the Universe

Let’s write the first Friedmann equation in terms of the densities of matter, radiation, and dark
energy:

8rG _ _
H = — (proa Yt pmoa? + PAD) —

3 (52)

a?R3’
where p; o is the density of the i-th species today (with a(tg) = 1). Since the right-hand side now
depends only on a, it is straightforward to solve for a(t). Before doing so, it is useful to rescale
the species by the critical density p.(t) = 3H(t)?/(87G). This is the energy required for a flat
Universe (k = 0): if piot < pe, the Universe will expand forever, whilst if piot > p it will collapse.
Defining the relative density parameters Q; = p; o/pc(to), we find

H  Q Qn O
— =—+—+—5 + Q4. 53
H? a4+a3+a2+A (53)
where we have also defined an effective energy-density in curvature: €y = —#. Note the negative
0°70

sign: < 0 implies a positively curved closed Universe, whilst €2, > 0 implies a negatively curved
open Universe. By definition, the fractional energy densities sum to unity:

Qi + Q0 + Q0+ =1, (54)

thus the Universe is flat if Q,, + Q, + Q5 = 1. In the consensus cosmological model (mostly driven
by CMB obervations), we find €, ~ 0.3, Q) ~ 0.7 and Q, ~ 10~%, with negligible curvature
(1] S 1072).

Expansion History The Friedmann equation represents a balance between different cosmological
species: at early times (a < 1), radiation dominates the expansion, before being taken over by
matter, then curvature (if present), and finally A. Given this competition of scales it is difficult one
must solve for a(t) numerically: here, we will consider a few limiting regimes.

1. Radiation domination: At early times, the energy density is dominated by radiation, thus
pla) < a=* and H = a/a < a~2. This can be solved to find a(t)  t'/2. In conformal time,
with dn = dt/a from the FLRW metric), we have H = a~2da/dn thus a(n) o 7.

2. Matter domination: Here, p(a) o« a=3, leading to a(t) o< t>/3 and a(n) o 5?. This is the
famous ‘Einstein de-Sitter’ solution.

3. Dark energy domination: At late times, p(a) becomes constant, thus a(t) grows exponen-
tially with time and a(n) o< —1/n. This is the ‘de Sitter’ solution, which will crop-up again
when we consider inflation.

The full solution for a(t) interpolates between these three regimes. The transition from radiation
to matter domination occurs at matter radiation equality, with p,,(a) = pr(a). Solving for a
(and thus z) we find 1 4 2z = Q, /Q & 3500. Similarly, the transition from matter to dark energy
domination occurs at 1 + zppm = (QA/Qm)1/3 ~ 1.3.
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Age Using a(t), we can compute the age of the Universe. Writing dt = da/(aH) and integrating
from the Big Bang to today, we find:

L da 1 1 da
o aH(a) HoJo a\/Qra=4+ Qua=3 + Qa2+ Qy

For the Einstein de-Sitter Universe, we find tg = ﬁ ~ 9 Gyr. This is substantially less than the
age of the oldest globular clusters, which provided some early evidence for dark energy. Inserting
the observed ACDM parameters and integrating numerically, we find ty ~ 13.8 Gyr.

Deceleration We can quantify whether the expansion is speeding up or slowing down via the
deceleration parameter:

a(t) = 5. (56)

A positive ¢ means deceleration; a negative ¢ means acceleration. For a single component universe
with equation-of-state w: ¢ = (1 + 3w)/2, implying that w < —1/3 is needed to drive acceleration
(which is clear from the second Friedmann equation). Observations of Type Ia supernovae indicate
that go < 0 today, providing direct evidence for dark energy and an accelerating expansion.

The Future The solutions for a(t) derived above predict qualitatively different expansion histories
depending on the matter content and curvature. For example, a matter only Universe without
curvature has a o t2/3 and ¢ > 0: this implies a decelerating but forever-expanding Universe. Open
universes without dark energy (2 > 0) expand forever, whilst closed universes without dark energy
(€, > 0) will expand to a maximum size, then recollapse via a ‘Big Crunch’.!> In the presence of a
cosmological constant, the Universe will expand exponentially in the asymptotic future, regardless
of curvature.

3 Thermal History of the Early Universe

We now turn to the thermal history of the early Universe: the sequence of events that unfolds as
the Universe cools from extremely high temperatures (7' > 100 GeV) to around 0.1eV, including
recombination, nucleosynthesis and beyond. At these energy scales, the Universe is filled with a
hot, dense bath of particles and radiation, interacting through a variety of chemical processes. To
describe this, we will use a selection of tools from statistical mechanics, which we’ll recap below.
The key epochs that we’ll describe in this section are the following:

Event Energy Time

EW Phase Transition 100 GeV 10719
QCD Phase Transition 150 MeV  107%s

v decoupling 1 MeV 1s
e* annihilation 0.5MeV 65
BBN 100 keV 3 min
Recombination 0.25eV 300 kyr
Photon decoupling 0.25eV 380 kyr

5To see this, note that H = 0 = Q,,/a® + Qi /a® = 0, which has valid solutions only for Q < 0.
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3.1 A Primer on Statistical Mechanics

Distribution Functions The key quantity characterizing the behavior of the various species
present in the early Universe is the distribution function f(&,p,t). This gives the probability of
finding a particle at position ¥ with momentum p’ at time ¢ (per unit phase-space volume). By
homogeneity and isotropy, this can only depend on p = |p] and ¢, though we’ll often parametrize
the time coordinate by T, the temperature of the photon bath.

To connect the distribution function to observables such as densities and pressures, we must
specify the phase-space density of states (which tells us how to ‘sum up’ the possible values of
momentum). Since we set i = 1, this is given by g/(2m)3, where g is the degeneracy factor, which
counts the number of internal degrees of freedom (e.g. a massive spin-s fermion has g = 2s + 1 and
a photon has g = 2, due to the two polarization states).!® Given the phase-space density, we can
define three quantities of interest: the number density, energy density, and pressure:

w0 = oo [ drfe) 67)
p(t) = (2i)3 / d’p E(p) f(p)

2
PU) = o [ g f0).

where E(p) = \/p? + m? is the relativistic energy.'”

Equilibrium Distributions In thermal equilibrium, the distribution function for some species ¢
takes a simple form:

1
1ilp To) = e(Ei(p)—wi)/Ti 41’

(58)

where + is for fermions (the Fermi-Dirac distribution) and — is for bosons (the Bose—Einstein
distribution). Here T; is the temperature and pu; is the chemical potential, which we discuss
more below. In the classical limit (E; — p > T;), both reduce to the Boltzmann distribution:
fi = e Eimm)/Ti with E; ~ m;. Coupled with (57), this uniquely sets the number density, energy
density, and pressure of a given particle species. Notably, different species can have different
temperatures, despite remaining in thermal (but not chemical) equilibrium.

Chemical Potential Thermodynamically, the chemical potential is defined as p = (OE/ON)g,v:
the (Helmoltz) energy cost of adding one particle at fixed entropy and volume. This appears
primarily to ‘balance the books’, ensuring that the relevant conservation laws are obeyed (e.g.,
ensuring that the fractional excess of electrons over positrons is held fixed). This has a few useful
properties:

16T his can be justified as follows. Consider a cubic box of size L. For each internal degree of freedom, the allowed
3-momentum values are § = (h/L)(N1& + Naj + N32) for integer N;. This gives a momentum-space density (L/h)?,
and thus a phase space density 1/(27)? in natural units.

"To derive the pressure formula, note that pressure is, by definition, the rate of change of momentum per unit
area with respect to time, i.e. dp/(Adt). The elastic scattering of a single particle moving in the +z direction
induces a momentum change 2p,; from the distribution function, the number of such events is f(p,t)0V, where
0V = Av,8t = Ap,ot/E(p) for velocity v. Dividing by Ad¢, and averaging over the momentum direction, we obtain
the above result.
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1. For a reaction in equilibrium, denoted X +Y = Z + W, we have ux + puy = uz + pw.

2. For photons, 11, = 0, since photon number is not conserved (since reactions like e+ = e~ 427y
are allowed).

3. For a particle-antiparticle pair X , X, the chemical potential satisfies, ux + pg = 0 (since
X + X = 2, with py =0).

In the below, we’ll generally ignore the chemical potential p < T', which is an excellent approximation
for most species in the early Universe.!®

Reaction Rates In this section, we’ll be discussing a variety of chemical reactions, with the most
important being annihilations, i.e. X + X = 2v. The importance of such reactions is set by an
interplay of two factors: the interaction rate I" and the expansion rate H = dloga/dt. The former
is given by I' = nov, where o is the cross-section (set by the microphysics) and v is the velocity
(usually 1 if relativistic). If I' > H, we attain chemical equilibrium, whilst if I' < H, the reactions
are inefficient (since the particles move apart too fast to interact) and the species decouples from
the bath of photons. After decoupling at some time t4ec, the distribution function of the particles is
frozen, with f(p;,t) = f(pdeca(t)/a(tqec), taec), recalling that three-momentum satisfies p o< 1/a.

3.2 Equilibrium Thermodynamics

3.2.1 Number Densities and Energy Densities

At sufficiently high energies (7' > 100 GeV), all standard model particles are in thermal equilibrium,
with distribution functions described by (58). Explicitly, their number densities and energy densities
satisfy

ni(T;) =

gi /“dp P’ (59)
2r2 Jo eVPimi /T

2 2 2
9i Pmyp ™

oo
wt) = o [T

which depend only on their temperature 7; and mass m; (assuming |u;| < T;, as above). In
general, these integrals are difficult to solve numerically; however, they take simple forms in the
ultra-relativistic T; > m; and non-relativistic T; < m; limits. To see this, it is useful to first change
variables to x = m;/T;, £ = p/T;, such that the integrals become

73 o0 2 T4 00 2 2 2
mm) = A [Tae— St m = [Tt I )
217 Jo T eVEHR 1 2m% Jo T eVEHR £
18For relativistic fermions, it is straightforward to show that the excess density of fermions over antifermions satisfies
(n—n)/n~p/T ~107°.
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Relativistic Limit For z < 1 (i.e. T; > m;), we have'?

/ooodge\/%i;il z/ooodgg%—ﬁ (H:e—f)1:/000@522(;1)1—16—15 (61)

e}
12 1 1 1 1
_ -1 —
—Z(:Fl)] ]'3_2|:13:F23+33:F43+'”:|
j=1

For bosons (4 sign), the expression in the brackets is the Riemann-Zeta function (3) ~ 1.202. For
fermions (— sign), we can rewrite the bracket as the difference of two sums:

1 1 1 1 1 1 1 1 2 11 1
Bty ot T ettt e |ptet ] (62

which gives %C (3). Thus we obtain the relativistic limit of the particle number density:

oy SB) : 1 (bosons)
nz(T’Z) - 2 gi T;?’ X {3/4 (fermions) (63)

The energy density can be derived similarly, giving

2 4 { 1 (bosons)

i(1i) = 55 9i T % : 64
pilT) g 7/8  (fermions) (64)

~ 30

noting that ¢(4) = 74/90. The pressure can be derived also, and satisfies P; = p;/3, as expected.
Using this result, we can compute the energy density of photons in the Universe today (since,

being massless, they are relativistic at all times). Inserting the current temperature of the CMB,

T, ~ 2.73K, we find n, o = 411 cm ™3, and a fractional energy density (see above) Q,h% = 2.5 x 107°.

Non-Relativistic Limit For x > 1 (i.e. T; < m;), the integral controlling the number density
becomes

[ee] 2 [e’e) o]
/0 d§ —=— o /0 de e VETT g7 /0 dg e=€/(22) (65)
€

which we recognize as a Gaussian integral. Solving, we find the non-relativistic number density

T\ 32
11 — : .
ni(T;) = gi (277) e i/ T, (66)
(where e=™i/Ti — = (mi=#i)/Ti if we keep the chemical potential). Since F; ~ m; 4+ p?/(2m;) in the
non-relativistic limit, it is easy to show that the density and pressure are given by

pi(Ti) =~ mini(T;),  Py(Ti) = ni(Ti)T;. (67)

Notably, all quantities contain the exponential factor e="/Ti (‘Boltzmann suppression’), implying
that species with m; > T; are extremely rare: their abundance is depleted by annihilation processes
(X + X = 2v), which proceed efficiently as long as the species is in equilibrium. Moreover, the ratio
of pressure to density is small: P,(T;)/pi(T;) = m;/T; < 1, justifying our previous assumptions
about the equation of state of non-relativistic particles.

19Whilst we could have just stated these results, they’re more fun to prove, since Riemann-Zeta functions are rare
to see in the wild.
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3.2.2 Energy Density in the Primordial Plasma

An important lesson from the above calculations is that the energy density of the early Universe
is dominated by relativistic species (those with T; > m;), since the abundance and densities of
non-relativistic species are Boltzmann-suppressed. To obtain the total energy density of the early
Universe, we can sum up the contributions from each relativistic species, .e.

p(T) = pi(T), (68)

where we note that different species can have their own temperatures, T; (as we will see for neutrinos
below). It is convenient to parameterize this in terms of the photon temperature 7' = T:

= g+(T) T, (69)

where g, (T) is the effective number of relativistic degrees of freedom. Comparing expressions,
this is given by

g(T) = > g@-(?)4+; > 9@)4 (70)

i: bosons i: fermions

When all species share a common temperature (7; = T'), this simplifies to g« = Y oons 9i +
% > formions Ji» Where the factor of 7/8 comes from the different distribution functions for fermions
and bosons.

At very high temperatures (7" > 100 GeV), the entire Standard Model is in thermal equilibrium
and relativistic.?? The combined particle content is:

Particle Type g

Quarks (u,d,c, s, t,b) Fermion 6 Xx2x3x2=7T2
Leptons (e, pt, T, Ve, vy, v7)  Fermion 3 x2x2+3x2x1=18
w=, 20 Boson 3x3=9

Photon (7) Boson 2

Gluons Boson 8 x2=16

Higgs Boson 1

where the factors account for spin, color, and particle/antiparticle degrees of freedom (remembering
that each massive spin-s species contributes (2s 4+ 1) degrees of freedom). Note that neutrinos
contribute only one degree-of-freedom for each of the six particle and antiparticles, since they are
left-handed (i.e. they have only one helicity state). Summing these contributions:

7
go(T > 100GeV) = (9+2+16 + 1) + (72 + 18) = 106.75, (71)

which defines the energy density in the 7" > 100 GeV universe, assuming no additional species
attained thermal equilibrium.

29Gince this is above the electroweak phase transition, particles have not yet acquired mass via the Higgs mechanism.
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Figure 2: Evolution of the effective number of relativistic degrees of freedom in the early Universe
(and thus the energy density). Reproduced from D. Baumann, Cosmology (Cambridge University
Press, 2022).

As the Universe cools, species with T' < m; become non-relativistic, annihilate, and decouple
from the thermal bath (since the forwards reaction X + X — 27 becomes energetically favored
over the reverse), reducing g, in a step-wise fashion (assuming each transition happens quickly
compared to the expansion rate of the Universe, which is usually true). This is shown in Fig. 2.
For example, the top quark annihilates around 30 GeV, reducing g, by % X 12 units. Next, the
Higgs and W+, Z0 gauge bosons bow out (giving g. = 86.25), before the bottom, charm, and tau
leptons. At the QCD phase transition (7' ~ 150 MeV), quarks and gluons confine into hadrons,
and g, rapidly drops to 10.75 (following a shortlived period dominated by muons and pions, with
g« = 17.25). What happens to all of the energy contained in the formerly relativistic species? It is
transferred to the remaining relativistic species that are still in equilibrium, reheating them. To
understand this quantitatively (and the remainder of the Universe’s thermal history), we require
conservation laws, which will be provided by thermodynamics.

3.2.3 Entropy

The first law of thermodynamics gives a relationship between the entropy of the Universe, S, the
internal energy, U, and the pressure P:

TdS = dU + PdV = d(pV) + PdV, (72)

again ignoring the chemical potential. Introducing the entropy density s = S/V and rearranging,
we find

awv. B ds dp
(p+P—Ts)7—Tds—dp— (TdT dT> dT, (73)
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since s, p can depend only on 7'. Since this must hold for independent variations in 7" and V', we
find

S(T) = ”(T);P(T) and (TdT - dT) —0, (74)

where the first equation defines the entropy density. To simplify the second equation, we insert the
continuity equation, which states that p = —3H (p + P), thus

ds 1dp  3p+Pda _ s d(a®)
dT  TdT o T dT a3 dT

= d(a®s)=0 (75)

thus a®s o< S is conserved.
In the early Universe, the entropy density is dominated by relativistic species. Since P = p/3
for radiation, we find s;(7;) = 4p;(T;)/(3T;), which gives the total entropy

(T 7 2
sy = Y L) 2y 7, (76)

where we have defined the effective number of degrees of freedom in entropy:
T,\* 7 7\’
M) = 3 (T) Y (T) | (77)
bosons fermions

Note that ¢.5(T") ~ g«(T) if all relativistic species in the Universe share a common temperature,
which is true for T' 2> 1 MeV. Conservation of entropy then implies:

G+5(T) T2 a® = const. (78)

This is an important result. When g,g is roughly constant (away from phase transitions), we recover
the familiar 7" o< 1/a. When a species annihilates and g.g decreases, the temperature of the coupled
species increases relative to 1/a, with the annihilation energy redistributed among the remaining
equilibrium species. Crucially, species that have already decoupled do not share in this reheating.

Finally we note that conservation of entropy allows us to compute the time-dependence of a and
T in the early Universe. From the first Friedmann equation, we have

8nG 4m3G
H2(t) = =5=p(t) = —=—g.(D)T* (79)
3 45
neglecting curvature). Since g,5T3a® = sqq is conserved (and equal to some equilibrium entropy
q
today), we find

1/2
lda (817G N 1/2 B 47T3Gs§ég 9+(T) 1/2 ~1/6 T)a? 20
aar ~ 73 B 45 gus(T)) 9 (D)™ (50

In periods of constant g,, g«s, we find a(t) oc a=', thus a(t) o t'/2 and T'(t) o /2, with bumps
when particular species annihilate.
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3.2.4 Neutrino Decoupling

Armed with our knowledge of entropy conservation, we can understand the physical processes
occurring near the right edge of Fig.2. At temperatures T = 1 MeV, the Universe is a thermal
bath filled with relativistic electrons, positrons, photons, neutrinos and antineutrinos (with all
other particles decoupled and non-relativistic). These are kept in equilibrium by weak interactions
such as v, + 7, = et + e~ and v, + e~ = v, + e~.?! The rate of such reactions is given by
I' = nov = no, since all species are relativistic (noting that m. ~ 500keV). By dimensional analysis,
the cross-section scales as 0 ~ G%T? (where G is the Fermi constant). Given that n oc T° for
relativistic particles, we find

I~ G%T5. (81)

If ' 2 H, the weak interactions keep the neutrinos in chemical equilibrium with the photons,
electrons and positrons. On the other hand, when I' < H, the neutrinos decouple and are no longer
able to exchange energy with the photon and electron bath. During radiation domination, the
expansion rate is H ~ T2/Mpy, for (reduced) Planck mass Mp; = (87G)~ /2. Combining equations,
the temperature of neutrino decoupling, Tye., is given by

— Loy
ec
GF Tdec ~ — = Tdec ~ <%> ~ 1 MeV. (82)
After decoupling, neutrinos free-stream forming the Cosmic Neutrino Background (CvB). Noting
that the momentum of neutrinos redshifts as p o< 1/a, the distribution function at some time ¢ after
decoupling is given by

1 1

pa(t) _
/Taec + 1 - ep/T(t) + 1

f(p7 > dec) f <a(tdec)7 dec> epal)
where the first expression relates the momentum p to its value at decoupling, noting that the
distribution function is frozen at tqe.. This is just a thermal distribution with time-dependent
temperature T}, (a) = Tyec/a.?? Notably, this differs from the evolution of the photon temperature,
which satisfies g.s (Tv)a?’T;? = const.

(83)

3.2.5 Electron—Positron Annihilation

Shortly after neutrino decoupling, the temperature drops below m. ~ 0.5 MeV, such that the
annihilation reaction between electrons and positrons (e + e~ — 2) is energetically preferred and
the electrons and positrons drop out of equilibrium. This transfers energy to the photon sector
raising 7T’; since the neutrinos have already decoupled, their energy is not affected by this process,
leading to the imbalance T, > T,,.

To quantify this reheating, we invoke conservation of entropy. Before annihilation the plasma
has an effective number of degrees of freedom in entropy of

7 11
g5 =24 o x (242) =, (84)

2INote that v 4+ 7 =  + = is loop-suppressed, since neutrinos interact only via the weak force. This explains why
our treatment of neutrinos differs from that of other species.

22This analysis assumes that the neutrinos are massless, which is not quite true. In practice, the distribution
function will distort at late-times when the neutrinos become non-relativistic.
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counting g = 2 for photons and g = 2 each for e~ and et (ignoring the decoupled neutrinos). After
annihilation, only photons remain in the bath, thus

gl =2. (85)

Since g.s T3a? is conserved and the annihilation is fast (i.e. apefore & Gafter) We find

ft bef 1/3 1/3
Tj? er B <g*§ore> B <11> / (86)
bef - i - .
T’7 efore gisger 4
Before e* annihilation, the photon and neutrino sectors had the same temperature; after annihilation,

the temperature of both sectors scales as a~!, since g,g is constant (there are no more species to

annihilate). In combination, we find the important result:

T 11\
TJ = <4> ~ 1.40. (87)

which holds for all times after et annihilation. Today, we find T, = 2.73 K, implying that the
cosmic neutrino background has a temperature 7, = 1.95 K.

The annihilation of electrons and positrons represents the last reheating event in the thermal
history of the Universe. After this point, the effective number of degrees of freedom becomes
constant, with

7 4\*3 7 4
g =2+ *(2Neff) — ~ 3.38, gxs = 2+ *(2Neﬁ‘) — | ~3.94, (88)

8 11 8 11
where Nyg ~ 3.044 is the effective number of neutrino species.? Using the previous expression for
the number density of a relativistic species, we can compute the total number density of each flavor
of neutrinos today>*

3 ¢33 _3 4 -3
Ny, = Z ?TI/ = 1 X ﬁn%0 ~ 112cm (89)
Furthermore, if the neutrinos are massless, their current energy density is given by
7 4 4/3
Pr,0 = gNeff <11> P~,05 (90)

which yields Q, 0h? ~ 1.7 x 1075.

3.3 Non-Equilibrium Thermodynamics

So far, our treatment of the early Universe has assumed thermal equilibrium, such that the
distribution function of each species is given by the Fermi—Dirac or Bose—Einstein form. However,
some of the most important processes in cosmology, including recombination (sourcing the Cosmic
Microwave Background), the formation of light elements, and (potentially) dark matter production,
occur precisely when species fall out of equilibrium. To describe these phenomena, we need a new
tool: the Boltzmann equation.

23 Ng is somewhat larger than 3 since the decoupling of neutrinos has not quite finished by the time electrons
annihilate, leading to some leakage of energy into the neutrino sector.
24This remains true if the neutrinos become non-relativistic, since their number is locally conserved.
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3.3.1 The Boltzmann Equation

The Boltzmann equation governs the non-equilibrium evolution of the distribution function f;(Z, p,t),
for some species i. This is built on the Liouville theorem, which states that, in the absence of
collisions, the distribution function is conserved along particle trajectories, i.e. it behaves like an
incompressible fluid in phase space.?’ Including collisions, the Boltzmann equation reads

Lfi = Cil{/;}]; (91)

where £ is the Liouville operator encoding the total derivative along the particle worldline and
C;[{f;}] is the collision operator, encoding all interactions, annihilations, and decays. Note that
the right-hand-side depends on any species present in the Universe that interact with the particles
of interest.
Given a particle worldline {z#(\), p*(\)} for affine parameter A, the Liouville operator is specified
by26
dz* 0 dp* 0
c=" 2 L 2 (92)
d\ Ozt d\ Opt
Inserting the geodesic equation and defining the momentum via dz*/d\ = p*, this can be written
9 v
L=pt— T4 F—. (93)
T P

Inserting the Christoffel symbols for the FLRW metric (and asserting homogeneity and isotropy, so
that f; depends only on [p] and t), this simplifies to

Ofi a, _90f;
B - Ll ok — il (99

where E; is the energy of the species and |p]? = pjpj, which we label p?. The second term on the
left-hand side describes the effect of the cosmological expansion on the distribution function: in the
absence of collisions (C; = 0), it simply encodes the redshifting of momenta.

Integrated Boltzmann Equation For most cosmological applications, we do not need the full

phase-space distribution, and can restrict to the number density n; = (257’:)3 i d3p f;. Dividing by E;

and integrating over 3-momenta, the equation simplifies to

dn; _a 9i /dgpci[{fj}] (95)

E;
where we have used integration-by-parts, noting that diog g, = Ologp given the mass-shell condition.
Defining the right-hand-side as a new collision term C’, the result is the integrated Boltzmann
equation:

gt T3 T o

1d
@) = Cll{ng}), (96)
where C” couples interacting species together. In the absence of interactions (C} = 0), this gives

n; o a3, implying that the number density simply dilutes with the expansion, as assumed previously.

25This is a general result, which holds true as long as particle number is conserved and particles follow Hamiltonian
equations of motion.

26For a Newtonian universe, this simplifes to the standard form used in fluid dynamics: % +p-Vz— (Vz®)-Vjp,
noting that f)’: —Vz® by Newton’s second law.
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Collision Terms To solve the Boltzmann equation, we must specify the collision term, C’. To
understand this, let’s take a simple two-body reaction specified by 1+ 2 = 3 + 4 (which describes
most interactions we will encounter in cosmology). The collision term for species 1 involves a
competition between destruction and creation:

%%(GBM) =— anng +Bnzny, (97)

destruction  creation

where the rates (in units of particles per unit volume per unit time) are proportional to the densities
on the left- and right-sides of the equation respectively. By definition, o = (ov), where (ov) is the
thermally-averaged cross-section times velocity. In equilibrium, the left-hand side vanishes (such
that the comoving number of particles is conserved), which fixes the creation rate coefficient:

8= (Z;Zi)q (ov) . (98)

This is known as the detailed balance criterion, and involves the equilibrium abundances, which
follow the Fermi-Dirac and Bose-Einstein distributions derived previously. Substituting back, the
Boltzmann equation becomes?’

%%(a‘gnl) = —(ov) [nmz - <n1n2 >eq 713714] . (99)

n3ng

It is useful to rewrite the above expression in terms of the comoving abundance of particles
N; = n;/s < n;a® (using entropy conservation), as well as the interaction rate I'; = ng (ov). We find

d]IlNl o Fl 1 N1N2 N3N4
dlna ~ H N3Ny ) NiNo |~

(100)

Here, the prefactor I'/ H measures the efficiency of the interaction relative to the expansion rate,
while the bracketed term measures the departure from equilibrium. If I' > H, the system is driven
rapidly toward equilibrium (regardless of the sign of the bracket); if I' < H, the scattering becomes
inefficient, leading to the comoving abundances ‘freezing out’ (IN; — const).

3.4 Thermal Relics and Dark Matter Freeze-Out

An important application of the Boltzmann equation is to the production of thermal relics:
massive species that were once in thermal equilibrium but froze out as the Universe expanded
and cooled. Consider a massive species X (e.g., a massive dark matter particle) that annihilates
into light Standard Model particles ¢ via X + X = ¢+ /. For temperatures above the particle
mass (T' 2 mx) the massive species is in equilibrium, with abundance set by the Bose-Einstein or
Fermi-Dirac distribution. When T falls below myx, the particles become non-relativistic and the
massive species decouples. The integrated Boltzmann equation gives

1d

g%(afgnx) = —(ov) [ng( — (ni?)Q] . (101)
where we have noted that ny, = njq since the light particles remain in thermal equilibrium (assuming
that they are tightly coupled to the photon bath).2® Defining Yx = nx/T? (proportional to the

2"This expression can also be written in terms of scattering amplitudes, defined in the usual particle-physics sense.
3
Explicitly, C'[n] = [ (2m)*6p (p* +p* —p® — ") |M|?(fsf1— f1f2), where fp = (2‘771)3 J %, the Dirac delta ensures

P1Pa
3
conservation of 4-momentum, and |./\/l|2 is a scattering amplitude. Note that integrating over [ % is equivalent to
integrating over 4-momentum given the mass-shell constraint.
28We also assume that nx =~ ng.
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number of particles per comoving) and using x = mx /T as the time variable (with x ~ 1 at
decoupling), this can be rewritten

1d dYx dr dYx

—— =T°——=T7°"—= = _7° vy — (Y2, 102

a3 dt dt dt dv (v [V = ()] (102)
where we have assumed that 7" < 1/a (which holds if there are no reheating events in the time period
of interest, i.e. if g.s is constant). Noting that dz/dt = —(mx /T?)dT/dt = (mx /aT)da/dt = 2H(T)
and H(T) = H(mx)(T/mx)? in radiation domination, this simplifies to
dYx A

Mo v o), (10)

(a®*T3YY)

where A = m% (ov) /H(mx) = I'(mx)/H(mx) is approximately constant if (cv) does not depend

on temperature. This is a Riccati equation and describes the abundance of X through both
equilibrium and freeze-out regimes. The solution for Yy (x) is shown in Fig. 3.

.I‘f

1072

1074+

10 6 |—

1078

Figure 3: The abundance of some massive species X (denoted by Yx in the text) as a function
of x = mx/T. For x < 1 the species is in equilibrium, whilst for x > 1 it freezes-out leaving a
relic-abundance Y¢° (which is much larger than the equilibrium value, since annihilations become
inefficient). Reproduced from D. Baumann’s Cosmology lecture notes.

At early times (z < 1, i.e. T > myx), the interaction rate greatly exceeds the expansion
rate, and Yy tracks its equilibrium value, i.e., Yx(z) = Y{i(z) = %(32) ~ 0.1 (for fermionic
X). As the Universe cools below T' ~ mx, the massive particle decouples and the equilibrium
abundance becomes Boltzmann-suppressed (Yy(z) oc 2%/2e~%, since non-relativistic). Eventually,
the annihilation rate can no longer keep up with the expansion, and Yx freezes out at some constant
value Y¢° (which is much larger than the equilibrium value). This can be obtained by noting that
at late-times (z — o0), Yy! — 0 and the Boltzmann equation reduces to dYx/dz ~ —A\Y3 /22
Integrating from the freeze-out time (xy ~ 10, defined via H(xs) ~ I'(x¢)) to infinity we find the
relic abundance

Y ~ %f (104)
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The WIMP Miracle After freeze-out, the number density of the massive particles decay as a3

following the expansion of the Universe. Invoking conservation of entropy (and thus of g,5a3T?),
we find the current density

a(Tl))sz 003 9x5(T0) (105)

oo =m0 =VET? (Gt ) <R

where Tj is the photon temperature today and T} 2 mx is some time close to ¢, where the species
has reached its relic abundance. Converting to a dimensionless density parameter, one finds

: (106)

Qxoh? ~ 01 (7

) 100 1078 GeV~2
10 s

(mx)  {ov)

(setting Th ~ mx and inserting the definition of ), which depends on the annihilation cross-section
but not on the mass mx (at least to leading order). Let’s assume that the X particles couple to
the standard model via weak interactions. In this case,

(ov) ~ GEm% ~ 107% GeV~2(mx /100 GeV)? (107)

for Fermi constant Gr. Fixing mx ~ 100 GeV (and keeping the various numerical factors),
we recover a late-time density that is remarkably close to the observed density of dark matter
(Qeamh? = 0.12). This is the WIMP miracle: the freeze-out of a weakly-coupled massive particle
induces a relic abundance similar to that of dark matter. This coincidence is known as the “WIMP
miracle”, and has motivated decades of experimental searches for Weakly Interacting Massive
Particles (WIMPs), though no direct detection has yet been made (and indeed, the couplings seem
a little unlikely given the lack of new physics detections from the Large Hadron Collider).

3.5 Recombination and the Cosmic Microwave Background

The last great thermal event in the history of the Universe is the sourcing of the Cosmic Microwave
Background (CMB), triggered by the (re)combination of ionized species. This occurs at temperatures
around 0.3 eV, when the Universe’s energy density (and thus expansion rate) becomes dominated
by non-relativistic matter (noting that matter-radiation equality occurs at Teq = 0.8 €V).

The formation of the CMB occurs via two processes. First, electrons and protons form neutral
hydrogen via the reaction e~ + p — H + 7, which is energetically favored for T' < 0.3 eV. This
rapidly dilutes the number density of free electrons, and thus Compton scattering processes, which
ensure equilibrium between photons and electrons. Once the density drops sufficiently, the photons
decouple and free-stream, generating the CMB.

3.5.1 Hydrogen Recombination

Around T ~ 1 eV, the Universe was filled with a plasma of ionized hydrogen, ionized helium, free
electrons, and photons (with neutrinos and dark matter having decoupled much earlier). Two sets
of processes kept the plasma in thermal equilibrium: photons and electrons were tightly coupled via
Compton scattering (v + e~ = v+ e~ ), whilst electrons and protons were interacting via Coulomb
scattering (Ht +e~ = H™ 4+ e™). Neutral hydrogen forms via the reaction e~ +p = H + ~, whose
equilibrium depends on the ionization energy Er = my, +me — myg = 13.6 eV. For T' > Fj, the
ionized states are energetically preferred, whilst for 7' < Ey, the equilibrium shifts toward neutral
hydrogen, which leads to a suppression of the electron energy density.
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To compute the electron density, n., we can use the above formulae for the equilibrium abundances
of non-relativistic species (since T' < m, =~ 511 keV). Since pe + p1p = pp in chemical equilibrium:

3/2 79\ 3/2
NeNp)oq  JeGp \MeMp T

with gy = 4 (from one singlet and three triplet states, due to electron-proton spin interactions),
and g, = g, = 2. Since my ~ my, this simplifies to

ny [ 2 3/2€E1/T (109)
n2 eq_ meT ’

where we have asserted charge neutrality such that n. = n,,.

It is useful to define the free-electron fraction X, = n./ny, where n, = n, + ny is the total
number of baryons (ignoring Helium), which can be related to the number of photons via ny = nn.,
where 7 is the baryon-to-photon ratio. If X, = 1, the plasma is fully ionized, with X, = 0 indicating

a fully neutral medium. Noting that (1 — X.)/X2 = ny ny/n?, we obtain the Saha equation:?’
1-X 2¢(3) (27T \*?
X2 leq T Me

where we have inserted the definition of n, = 2¢(3)T3/72. We define the recombination temperature,
Trec via Xe(Trec) = 0.5; this evaluates to 0.3 eV, corresponding to ~ 3760 K or z ~ 1300, which is
deep in the matter-dominated era. The recombination temperature is much lower than the ionization
energy (13.6 V), due to the large excess of photons over baryons, and the high-energy tail of the
photon distribution (analogous to the formation of deuterium in BBN).

3.5.2 Photon Decoupling

As discussed above, equilibrium between photons and electrons is maintained by Compton scattering
(y+ e~ =+ e ), which has the photon interaction rate

I'\(T) = ne(T) or, (111)

where o7 = 87a?/(3m?) is the Thomson cross-section. When this falls below the expansion rate,
H(T), the photons decouple from the plasma. To compute the decoupling temperature, Tyec, we
note that H(T) = Hov/Qn(T/Tp)?/? in the matter dominated era (where Ty ~ 2.73 K is the CMB
temperature today), thus H(Tqec) = I'y(Tgec) requires

T ec
Hor/Qo, ( ;0

setting ne = Xenp = Xenn,. Using the Saha equation for X.(T), we find Tge. ~ 0.25 eV, which
corresponds to a decoupling redshift of z4e. &~ 1090 and a time of tge. ~ 370,000 yr. By this
temperature, the free-electron fraction has dropped to X¢(Tyec) ~ 1073, thus the Universe is almost
entirely neutral.?"

32 90(3
> _ i(Q)nTgech(Tdec)aT (112)

29A more careful treatment involves the Boltzmann equation, which accounts for out-of-equilibrium effects that
become important for X, — 0.

30A small residual population of free electrons remains after decoupling due to freeze-out effects (which occur since
the recombination rate falls below H before all electrons are captured by protons). Solving the appropriate Riccati
equation for X, we find X° ~ 10~
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The decoupling of photons from the primordial plasma is associated with the cessation of
electron-photon scatterings. In general, the probability of a photon scattering between [t,t + dt] is
given by I',(t)dt, which motivates defining the optical depth:

() = /tto T (¢) ', (113)

which gives the expected number of scatterings of a photon between time ¢ and today. The last
scattering surface is the locus of points for which 7(¢.) = 1 (i.e. for which we expect just one
scattering event), which defines a last-scattering time t, &~ tge.. More precisely, last-scattering
occurs at z, ~ 1080 (accounting for helium recombination, multi-level hydrogen atoms, and other
corrections), with a width Az ~ 80 reflecting the finite duration of decoupling. The photons released
at this epoch free-stream to us today as the cosmic microwave background (CMB).

3.5.3 Baryon Drag

After photon decoupling, the photons and baryons remain tightly coupled due to residual Compton
scattering (v + e~ = v+ e¢~) which continues to transfer momentum between photons and baryons.
Whilst photon decoupling is defined by the condition I'y = n.(T)or = H(T), the relevant criterion
for the decoupling of baryons is the suppression of the photon-induced drag force in the baryon
Euler equation (which we’ll discuss more when we consider perturbations). This introduces the
effective drag rate

_4py(T) I'y(T)
= 3o "1 = Ry

Fdrag (T)

(114)

where R = 3pp/(4py) is the baryon loading parameter, which quantifies the inertia of baryons
relative to the photon pressure. We define the redshift of baryon drag by setting I'qrag (Turag) equal
to H(Tgrag), which gives zqrag &~ 1060. Notably, baryon drag occurs a little after photon decoupling,
since the photon pressure is enhanced by the smallness of the baryon loading parameter (with R o a).
The finite duration of this process leads to a small separation between the photon last-scattering
surface at z, ~ 1090 and the baryon drag epoch, which sets the sound horizon relevant for large-scale
structure and baryon acoustic oscillations.

3.6 Big Bang Nucleosynthesis

One of the great successes of the Hot Big Bang model is its prediction of the primordial abundances
of light elements, including deuterium (D), helium-3 (*He), helium-4 (*He), and lithium-7 ("Li).
This process is known as Big Bang Nucleosynthesis (BBN), and can be described using the
non-equilibrium thermodynamics tools introduced above.

In this section, we’ll trace the evolution of baryons from 7' ~ 1 MeV onwards, picking up the
story of thermal history from where we left-off (neutrino decoupling). Our main goal will be to
predict the primordial Helium mass fraction from first principles, and compare to the observed
result: Y, ~ 0.25. As we’ll show, the baryon sector involves a wide variety of reactions, representing
both chemical and alchemical processes. These include:

e n+v.=p+e (B-decay)
en+te" =p+ru, (inverse B-decay)

e n+p=D+~ (deuterium formation)
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e D+p=3He+~ (*He formation)
e SHe+ D = *He+p (*He formation)

The first two reactions occur in equilibrium for 7' 2 1 MeV, but freeze-out after neutrinos decouple,
which fixes the number of neutrons (up to decay processes). Gradually, the free neutrons combine
with protons to form deuterium, which then forms He and *He (as well as trace quantities of other
light elements, including “Li). Below, we will discuss each process in this hierarchy in detail.

Phase 1: Neutron—Proton Equilibrium At T 2> 1 MeV, neutrons and protons are kept in
thermal equilibrium via the weak interactions listed above (n +v. = p+e~ and n+ et = p+ ).
As such, we can compute their number densities using the Fermi-Dirac distribution. Assuming
T < myp, ~ 940 MeV, such that the particles are non-relativistic, we find the equilibrium ratio

(assuming |, p| < T')
n mo\ 32
(") = (”) e QT ~ e=QIT (115)
Np eq mp

where QQ = m,, —m, ~ 1.293 MeV is the mass-difference between neutrons and protons. For 7' > @),
this gives n,, ~ n, (equal numbers of neutrons and protons), whilst for ' < @, the equilibrium
abundance of neutrons is exponentially suppressed. Without freeze-out, this exponential suppression
would drive n,, — 0, leaving no neutrons to form helium (and thus life).

Phase 2: Neutron Freeze-Out An important quantity is the neutron fraction, defined via

nn(T)

@)= T @)

(116)
Above T ~ 1 MeV the weak interactions controlling (inverse) § decay are in equilibrium, thus X,
attains the equilibrium value X;%(T) = e=%/T/(1 + ¢~9/T) (from above). At lower temperatures,
the weak interactions shut-off, and the neutrons fall out of equilibrium.>!

To describe the non-equilibrium system, we use the integrated Boltzmann equation. Considering
the general reaction n + ¢ = p+ ¢’ where ¢, ¢’ are lepton species (which remain in equilibrium, since
they are light with n, = n}%), we find

1d 3 N,
= (npa®) = —Ty |np — [ 2 , 11
5 (mna®) [n <n)”] (117)

where I',, = ng (ov) is the total weak interaction rate for neutrons. Since the total baryon number
(nn +np)a® is conserved (implying that dlog(n,a?) = dlog X,,), we can rewrite this as an equation
for X,,:
ax,
dt

From particle physics, the total rate I',, receives contributions from both v, and e’ scattering
channels. Explicitly, defining x = Q/T"

255 (12+6x+m2)

D

-1, [Xn (- Xn)e_Q/T} . (118)

Lp() (119)

Tn

31Note that the neutrino decoupling temperature Tqec = 1 MeV and the proton-neutron mass-difference @ ~ 1.3 MeV
are unrelated, but similar in magnitude. This is a happy coincidence with important consequences for humanity.
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Figure 4: The abundance of free neutrons (blue), deuterium (red) and helium (black) as a function of
temperature during the BBN epoch. Neutrons freeze-out at around 0.8 MeV, with their abundance
falling afterwards due to decay processes. Deuterium forms around 0.1 MeV which is quickly
converted into *He (and a trace amount of other elements), which uses up almost all the free
neutrons. Note that the neutron abundance is far larger than the equilibrium result (black) due to
freeze-out. Reproduced from D. Baumann, Cosmology (Cambridge University Press, 2022).

where 7,, ~ 886.7 s is the lifetime of free neutrons. During radiation domination, the expansion
rate scales as T2, such that H(z) = H(z = 1)/2% ~ 1.13 s~} /2. In combination, we find that
I,(x)/H(z) o< 7! at large z: the interaction rate drops faster than the expansion rate, which
implies that freeze-out occurs (with I'y,(z) = H(z) at T ~ Q/2).

Switching to = as the time variable (using dlnx = —dInT = dlna, such that dx/dt = xH), the
Boltzmann equation becomes

dX, Tp(x)
de  xH(x)

e = X, (1+e™7)]. (120)

This can be solved numerically, yielding X° = X,,(T < Q) ~ 0.15. The net result is that the
neutron fraction freezes out at roughly 15%. A plot of X,, is shown in Fig. 4.

This result can be obtained in a simpler (though approximate) manner by noting that nucleon
freeze-out occurs when I',, < H, which gives Tyecn >~ 0.8 MeV (slightly below the neutrino decoupling
temperature, since the n—v cross-section is somewhat larger than the v—v cross-section). Evaluating
the equilibrium neutron fraction at this temperature, we find

o~ @/Tace o—1.293/0.8 1

Xn ~ 1 n e—Q/Tdec = 1 n 6—1.293/0.8 ~0.16 =~ 6 (121)

in rough agreement with the numerical result.

Phase 3: Neutron Decay After freeze-out, free neutrons are unstable and decay via n —
p+ e + U with lifetime 7,, ~ 886.7 s. This becomes important for ¢ = 100 s (when 7' < 0.2 MeV),
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and reduces the neutron fraction as

1 .
X, (t) ~ X et ~ G e TH/88Ts, (122)

This process destroys the neutrons that would otherwise be available to form helium, so the final
helium abundance depends sensitively on how quickly nucleosynthesis proceeds and the value of 7,.

Phase 4: Deuterium Production and the Deuterium Bottleneck Att ~ 100 s, the Universe
is composed mostly of free neutrons and protons. The density is far too low for direct three-body
reactions to produce helium (which is the route used in stellar fusion); instead, heavier nuclei must
be built up sequentially, starting with deuterium:

n+p=D+7,
D+ p="3He + 4,
SHe + D = *He + p. (123)

At high temperatures, any deuterium forming via the first reaction is immediately photodissociated.
This process is fast since (a) the binding energy of deuterium is small (Bp ~ 2.22 MeV) and
(b) there are ~ 10'° photons per baryon, meaning that ionization can occur even when T falls
below Bp.3? As a result, very little deuterium is present for 7" > 0.1 MeV. This is known as the
deuterium bottleneck: heavy element production cannot proceed until a sufficient abundance of
deuterium accumulates.

The abundance of deuterium can be computed using chemical equilibrium (which holds as long
as the first reaction dominates, which is true if there are free neutrons and protons available and
the abundance of deuterium is not too large). Since all species are non-relativistic, their densities
are given by the Maxwell-Boltzmann distribution (i.e. n o g(mT)*2e=(m=#/T)  In chemical
equilibrium, p, + p, = pp, which implies that

3/2 —3/2
(22) _so (o Y (1) 0 .
MpTin )y 9p9n \ My o2 ’

where Bp = m,, +m, — mp ~ 2.22 MeV is the deuterium binding energy, and the degeneracy
factors are gp = 3 (spin-1), g, = gp = 2 (spin-1/2). To simplify, we note that mp =~ 2m,, and
Ny ~ np, where the density of baryons is given by nn, = n x 2¢(3)T3/m?, where n ~ 6 x 10718 is
the baryon-to-photon ratio. We find

3/2
(”D> ~7 (T> eBo/T. (125)
np eq mp

Despite the large Boltzmann factor e®2/T', the tiny baryon-to-photon ratio suppresses deuterium
production until 7' < Bp (matching the above conclusions). Setting nfy ~ np? gives the nucleosyn-
thesis temperature Ty, >~ 0.06-0.08 MeV, as seen in Fig.4 . This corresponds to ty,. =~ 200-300 s
(using H(T') with g.(T') =~ 3.36, since electrons and positrons have decoupled).

By the time of deuterium formation, a fraction of neutrons have already decayed. Inserting
thue =~ 220 s, we find the final neutron fraction:

1 1
X (bae) = & et/ ~ G e~ 220/887 ~ () 12, (126)

which is fixed, since neutron decay requires free neutrons.

32Due to the exponential tail of the distribution function, one in 10'° photons has energy above 307.
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Phase 5: Production of Helium (and Beyond) Once deuterium accumulates, the subsequent
reactions proceed rapidly. *He has a binding energy of Bay, = 28.3 MeV > Bp, so the Boltzmann
factor heavily favors production of helium over deuterium. This implies that nearly all neutrons
present in the universe at t,.. are incorporated into 4He. Since each helium nucleus contains 2
neutrons, nyge = N (thuc)/2, and the primordial helium mass fraction is

Anye

Y, = = 2X, (taue) ~ 0.24. (127)

Tp

Observationally, Y, ~ 0.2458 £ 0.0013, in excellent agreement with the theoretical prediction. Since
the prediction depends on both nuclear physics and the cosmological expansion history, it provides
a powerful test of the consistency of the Hot Big Bang model.

In addition to *He, BBN produces trace amounts of other light elements. A small residual of
deuterium (D/H ~ 1075) remains when the Helium fusion reactions become inefficient (as the
density drops), along with a comparable amount of *He. Furthermore, tiny quantities of "Li and
"Be (~ 10719) are produced via reactions such as He + 3H — 7Li + v and ‘He + *He — "Be + .
Computing these abundances precisely requires solving the full set of coupled Boltzmann equations
for all relevant nuclear species (which is done by a range of BBN codes).

Observations BBN predicts the primordial abundances of light elements, which can be compared
to observational data. The various abundances can be probed as follows:

1. “He: Measured from emission lines in metal-poor ionized gas clouds (to minimize contamination
from stellar helium production).

2. D: Measured from Lyman-a absorption in high-redshift quasar spectra. Deuterium is only
produced in BBN, and can be easily destroyed in stars, thus the observed fraction is a
lower-bound on the primordial abundance.

3. 3He: This is difficult to constrain, since it is both created and destroyed in stars.

4. "Li: Measured in metal-poor stars in the Galactic halo. Since this is destroyed in stellar
interiors, the observed abundance is a lower bound on the primordial value.

In general, we find excellent agreement between the predicted and observed abundances (possibly
with a slight difference for “Li, though this is most likely due to modeling of stellar chemistry.

Dependence on Early-Universe Physics The predicted abundances depend on several key
input parameters:

1. Neutron lifetime (7,): Increasing 7, reduces the rate of S-decay (which turns n — p), so
neutrons decouple earlier (at higher Tge.), leading to a larger X ° and thus a larger Y.
2. Effective degrees of freedom (g.): Increasing g, increases the expansion rate H gi/ 212

causing earlier freeze-out (with Tyec ~ gi/ 6) and thus a larger Y),. This provides a constraint
on the number of extra light relativistic species at the time of BBN, parameterized by ANeg
(with g« (Thue) = 10.75 + ANgg).

3. Baryon density (7): Y, depends only weakly on 7 = ny/n,, but the deuterium abundance
is very sensitive: increasing n means the deuterium bottleneck ends earlier (since there are
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more baryons to fuse with), leaving less residual deuterium. The observed D/H ratio therefore
provides a precise measurement of Q,h2. This measurement is routinely used in cosmological
analyses.

4. Weak Interaction Rate: Increasing Gg, and thus the rate of 5-decay processes, reduces

the neutron freeze-out temperature (Tyec ~ G;Q/ 3). This reduces the freeze-out density of
neutrons, and thus Y.

4 Inflation

In the previous sections, we have outlined the ‘Hot Big Bang’ model, which accurately describes
the evolution of the Universe from temperatures around 100 GeV down to today, encompassing the
electroweak and QCD phase transitions, neutrino decoupling, nucleosynthesis, recombination, and
the subsequent growth of cosmological structure (which we will describe in detail below). When
pushed further backwards in time (towards the primordial singularity at ¢ < tp; ~ 10743 5), however,
this model runs into a number of important problems that cannot be addressed within the standard
framework. In particular:

1. Why is the Universe so homogeneous?

2. Why is the Universe so flat?

3. Why are there no topological defects such as magnetic monopoles?
4. Why do we see correlated fluctuations on large scales?

In this section, we will discuss these puzzles in some detail, and introduce the theory of inflation:
a primordial epoch of accelerated expansion that simultaneously resolves all four problems and
explains the origin of structure in the Universe.

4.1 Problems with the Hot Big Bang
4.1.1 The Horizon Problem

At time ¢, the fraction of the Universe in causal contact with a given observer is set by the particle
horizon. From §2, the comoving horizon is given by

(0 =00 - = [ (128

where 7 indicates conformal time and ¢; is some initial time, which we’ll set to zero (defining the
Big Bang). This is the comoving distance that a photon could have traveled since ¢;, and thus the
maximum range over which any signal could have propagated. Two points separated by x > xpn
are said to be acausal: no information could have passed between them (since we don’t allow for
superluminal information transfer!) and any thermal differences could not have been washed away
(see Fig.1 for a depiction of this). It is useful to rewrite xpp in terms of the scale-factor:

loga leg a
Xph(a) =n(a) —n; =/ T () (129)

log a;
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where [aH (a)]~! is the comoving Hubble radius, which gives the current ‘size’ of the Universe.?3

Let’s assume that the early Universe was dominated by a fluid with equation of state parameter
w = P/p. Following §2, H? o p o a~31F%) | thus (aH)~' oc a1T39)/2 If w is fixed, we can simply
compute the comoving horizon:

2 a(1+3w)/2 _ a(1+3w)/2 . (130)

Xph(a) = n(a) —n; o T3 :

In General Relativity, the strong energy condition states that p + 3P > 0, which is satisfied for
all physical types of matter.?* This implies that w > —1/3, which leads to a number of important
conclusions:

1. 7 — 0 as we approach the initial singularity (a — 0), thus n; ~ 0, and the particle horizon is
equal to the conformal time, n(a).

2. The comoving Hubble radius is an increasing function of time, i.e. %([aH 71 >o0.
3. Xpn(a) increases monotonically with a, i.e. the causally connected region grows over time.

A natural consequence is that the particle horizon at recombination (ayee ~ 107%) is much smaller
than the particle horizon today (ag = 1). Indeed, inserting the explicit form for H(a) in terms of
ACDM cosmological parameters, and assuming that the Universe was radiation dominated up to
matter-radiation-equality (aeq & 3 x 107%), we find Xpn(1rec) & 280 Mpe < xpn(70) & 14000 Mpe.

1o lll!lll today

/\ /\ recombination
i singularity

Figure 5: Sketch of the horizon problem in the Hot Big Bang model. We consider photons emitted
at two points, p and ¢, whose particle horizons at the time of emission are shown in grey. Since
1; =~ 0, the comoving distance between the p and ¢ is much larger than the particle horizon, thus
the two points are causally disconnected at 7ec, and should exhibit different CMB temperatures.
Reproduced from D. Baumann, Cosmology (Cambridge University Press, 2022).

To see why this is a problem, consider two points on opposite sides of the surface of last scattering,
labelled p and q. As shown in Fig. 5, these points emit photons at 7. that can be observed today,

33Note the difference between the Hubble radius and the particle horizon: two points with x > [aH (a)]™! are not
currently in causal contact, whilst two points with x > xpn(a) have never been in causal contact.

31Practically, this is just a statement that gravity is an attractive force, which formally requires (T}, — %Tgw,)t“t” >0
for any timelike ¢*. It is famously violated by dark energy and certain types of scalar fields (which will be important
below).
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at 7o. At the time of emission, p and ¢ have a particle horizon of size Xph(rec) = Mrec — M = Nrec
that is much smaller than their comoving separation 219 — 2n.e. (under the standard Hot Big Bang
assumptions).?® This implies that p and ¢ were not in causal contact for the entire history of the
Universe up to recombination. Observationally, we find that the temperature of photons emitted
from p and q is identical to O(0.001%) — this is a paradox, since acausality implies that no physical
processes could transfer energy from p to ¢ and thus wash out primordial temperature imbalances
(arising from quantum effects in the high-energy Universe).30

Using the horizon size at recombination, we can estimate the angular extent of a causally-
connected patch in the CMB:

2Xph (nrec)
di{)m (nrec)

where d™ (1rec) = 10 — Trec is the comoving angular-diameter distance to recombination (assuming
a flat Universe). Causality thus implies that any pair of points separated by 6 > 6y, should be
independent, yet we find ~ 10* pairs with identical temperatures! This is known as the horizon
problem, and was first pointed out by Robert Dicke in the late 1970s.

Ohor = ~ 2.3°, (131)

4.1.2 The Flatness Problem

The second puzzle concerns the observed flatness of the Universe. From the Friedmann equation,
we can define the time-dependent curvature parameter via

Qp(t) = P D ;ft)t&f - —}%[aﬂ(a)]‘2 (132)

given the critical density peit(t) = 3H?(t)/(87G) (which is the density required for a flat Universe).
Notably, this depends on the comoving Hubble radius at time ¢; scaling to the value today, we find

2
Qp(a) = (;2?{%) Q0. (133)

Observations of the CMB and galaxy clustering constrain [ < 1073; since [aH (a)]™! is an

increasing function of a in the Hot Big Bang model, the upper limit on |2 (a)| must strengthen as
a decreases. In other words, the observed flatness of the Universe today implies that the primordial
Universe was extremely flat.

To quantify this, let us consider the Universe at recombination. Assuming matter domination
for all @ > aeq (which is inaccurate at both low and high redshifts, but a fair approximation for our
purposes), we have H?(a) o pp(a) occ a3 and [aH (a)] ™' o a'/2, thus

| (@rec)| = [0l - 1072 $ 1075, (134)

thus the energy density in curvature at recombination was less than one part in 10°. Noting that
[aH (a)]~! o a in radiation domination, we can extend this constraint to the BBN epoch:

Q% (aBBN)| ~ 10712 [Qp(tree)| S 10772, (135)

3Note that this assumes that times close to the initial singularity contribute negligibly to xpn(7), i.e. assumes that
0& % is small. While this could be avoided by invoking suitably bizarre quantum processes in the early Universe,
this does not solve the curvature and monopole problems discussed below.
361t is also important to note that the temperature of the CMB today is primarily set by the time at which
recombination occurred. Regardless of the initial conditions, the temperature of recombination is fixed by atomic
processes; however, a Universe with higher initial energy will recombine at later time, implying less time for the

photons to redshift before being observed today.
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and, at least heuristically, to the Planck time, finding Q. (ap))| < 1070, The radius of curvature
of the early Universe (which is constrained to Ry = 21/Hj today) must therefore have been many
orders of magnitude larger than the Hubble radius. This extreme fine-tuning of the initial curvature
(plus the inherent dynamical instability of curvature) is known as the flatness problem.

4.1.3 The Monopole Problem

Grand Unified Theories (GUTSs), which aim to describe the unification of the electroweak and
strong forces at O(10'%) GeV, predict that topological defects, such as magnetic monopoles, will be
produced as the early Universe goes through a phase transition. At the time of production, these are
expected to have a density of O(1) per Hubble patch, which would source a humungous density today
(with Qmon,0 ~ 10'9). Moreover, their energy density would quickly dominate the expansion history
of the Universe, and overclose the Universe. Despite extensive searches, no magnetic monopoles
have been detected, which is in clear tension with the theoretical predictions, and leads to the
monopole problem.

4.1.4 Superhorizon Correlations

The final problem concerns the O(107%) fluctuations observed in the CMB temperature (and the
much larger fluctuations seen in the galaxy density today). Working in comoving coordinates, the
wavelength of a given perturbation, ), is fixed as we trace the physics back from recombination to
the primordial singularity, whilst the comoving Hubble radius [aH (a)]~! shrinks. Any mode that
lies inside the Hubble sphere today (A < [agH (ap)]~!; subhorizon) must have been outside at earlier
times (A > [aH (a)]~!; superhorizon).?” Moreover, a CMB fluctuation with A\ > 7.ec = 280 Mpc was
outside the horizon for all < 7yec, meaning that it could not be generated by causal physics (which
is restricted to the horizon, since one cannot travel faster than the speed of light). Empirically, we
detect fluctuations up to Apmax = 14000 Mpc in the form of large-scale correlations in the CMB,
providing a further challenge for the conventional cosmological model.

4.2 The Inflationary Solution

The four problems described arise because we require that the comoving Hubble radius, [aH (a)] ™,
is an increasing function of time. The solution is clear: add a new epoch to the early Universe in
which the Hubble radius shrinks, i.e.

—(laH@®)]™) <0. (136)

Noting that H = a/a, this implies that —ad/a? < 0, thus G > 0 and the Universe undergoes
accelerated expansion. This scenario is known as inflation, and replaces the Big Bang singularity by
a reheating event at 7 = 0 (which we’ll discuss below), preceded by a phase of accelerated expansion
extending back to n = —oo.

Inflationary Horizons To understand the implications of this, let’s return to the definition of
the comoving particle horizon:

loga

1 /
dloga 2 [a(1+3w)/2 _ a§1+3w)/2 ’ (137)

Xph(n) =1 = i :/ a'H(a') > 1+ 3w

log a;

3TNote that this assumes [aH (a)] ™' ~ xpn(a), which is true in the Hot Big Bang model.
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To ln;nl today

recombination
0 /\ /\ reheating

-0 singularity

Figure 6: Sketch of the horizon solution in the inflationary model. Inflation extends the conformal
diagram shown in Fig. 5 to negative conformal times, introducing a primordial period of shrinking
Hubble radius (and thus accelerated expansion). Though points p and ¢ are not in causal contact at
reheating, they were in contact deep in the past (shown by the central grey region). This allowed
their temperatures to equilibrate, solving the horizon problem. Reproduced from D. Baumann,
Cosmology (Cambridge University Press, 2022).
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introducing an equation-of-state parameter on the right-hand side. If [aH (a)]~! is large at early
times (which is forbidden in the Hot Big Bang model), the integral can be dominated by the lower
limit, such that xpn(7) > 1. In terms of the equation of state, this requires w < —1/3, which
implies a violation of the strong energy condition.

In the inflationary scenario, the limit a; — 0 therefore corresponds to 1; — —oo rather than
1; — 0, and the spacetime diagram shown in Fig. 5 must be extended to negative conformal time,
as shown in Fig. 6. This implies that points on the last scattering surface separated by comoving
distances x > mrec are causally connected, provided that x < 7rec — 7 > Mrec- This provides a
natural explanation for the horizon problem: if the entire observed Universe was in causal contact at
1n < 0, the system could equilibrate and exchange energy, sourcing the uniform CMB temperature
we see today.

How much inflation do we need? To qualitatively solve the horizon problem, we require that
the entire observable Universe today fits inside a single Hubble patch at the start of inflation:

[a; Hi] ™! > [ao Ho) ™ (138)

(writing H; = H(a;) et cetera). By relating the Hubble rate today to that at the end of inflation
(noting that the interim physics is fairly well understood), we can estimate the required duration
of the inflationary period, and thus the amount of accelerated expansion. Let us suppose that
inflation ends via a period of ‘reheating’ at temperature Tr < 10'° GeV.?® From reheating until
matter-radiation equality at aeq ~ 1073, the Universe is dominated by radiation, thus H? o p oc a™*
and the Hubble radius scales as a~!. After equality, the Hubble radius scales as a~1/2 (ignoring
dark energy domination): in combination, we find

aolo = aofo aeqfeq  ar <aeq>l/2  Lea <T° )1/2 ~ 1072 <1015Gev> (139)
arHpr  aeqHeq arHp Qeq \ Q0 Tr \Teq Tr |

setting a ~ 77!, ignoring the small changes in giég(T). Identifying the end of inflation with
reheating, a.He ~ arHR, we therefore require

- TR -
[CLZHZ] 1 2 1028 <1015(}e\/> [aeHe] 1. (140)

Over the course of inflation, the comoving Hubble radius must shrink by a factor > 0+lo&(Tr/ 10%* GeV)

Since H ~ const during inflation (see below), this implies that the scale factor must grow by 2 60
e-folds, i.e. that the Universe expands by a factor greater than e® in each dimension.?”

Other Problems Inflation also explains the large-scale correlations seen in the CMB. Due to
the large Hubble radius in the early Universe, all modes visible today start subhorizon (with
A < [aH (a)]™!), then become superhorizon as the Universe inflates (with A > [aH (a)]~!) before
eventually re-entering the horizon in the post-inflationary universe. This implies that the correlations
can be generated by standard causal physics (in particular, the quantum vacuum fluctuations
discussed below). Moreover, inflation explains why the Universe is flat: since Q(a) o< [aH (a)] 72, a

38 An upper bound on T is given by the non-detection of primordial gravitational waves. BBN provides a lower
bound of Tr 2 1 MeV, though it is likely much earlier, to allow for other processes such as electroweak symmetry
breaking and baryogenesis.

39This all happens in around 1073% seconds of coordinate time, though the conformal time interval is much larger
(from n; < —10% to 7, = 0).

~
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primordial curvature of O(1) is diluted by > €2*% by the end of inflation, causing no tension with
the observational bounds from the late Universe. The density of magnetic monopoles in the early
Universe will be similarly diluted by the expansion (reducing the comoving density by > 3%69)
explaining why none have been detected today.

4.3 Conditions for Inflation

Inflation solves the horizon, flatness, monopole, and super-horizon correlation problems by adding
an early epoch with a decreasing comoving Hubble radius. This dilutes any primordial curvature,
stretches the particle horizon at recombination far beyond its Hot Big Bang value, and extends n; to
—00, providing the extra conformal time needed to bring distant regions of the observable Universe
into causal contact. Below, we’ll discuss how to obtain such an epoch in practice.

To quantify inflation, it is useful to introduce the slow-roll parameters, {¢,n},** where

dlog H H dloge ¢
B _ _ _ € 141
dN g2 "T TGN T He (141)

where dN = dlog a parametrizes the number of e-folds in inflation (with a ~ e). The condition of
a shrinking Hubble radius can be written as

d

_ aH+aH 1
g e (@)]) = - =5

(H 2 _—5(1—e)<0 = €<l (142)

this implies that the Hubble rate varies slowly as the Universe expands (i.e. the change in log H per
e-fold of expansion is small). To solve the horizon, curvature, monopole and correlation problems,
we require that inflation persists for N 2 60 e-folds: this implies that || < 1, such that € is also
slowly varying. The conditions

e<l,n <1 (143)

are known as the slow-roll conditions and can be used to define valid inflationary models.*!

In the limit of small e (which is suggested by observations), we have dlog H/dN =~ 0, so
H = dloga/dt is approximately constant. This implies that the scale factor grows exponentially,
with a(t) o< ef’*; and that the geometry of the Universe approaches de Sitter space, with line
element

ds® = —dt® + 21t 4z, (144)
Realistic inflationary solutions correspond to quasi-de Sitter geometries, with € small but non-zero
(such that inflation eventually ends).

4.4 Scalar Field Inflation

To drive inflation, we require a fluid with equation-of-state parameter w < —%. From the continuity
equation, H? « p o< a=31+®) | thus
_ dlogH 3

€= N —5(1+w), (145)

49This is not to be confused with the conformal time, which is confusingly also labelled 1.
“IStrictly, |n| < 1 is not required at all times (see, e.g., ultra-slow-roll models). Observations suggest that e < 1
across the range of e-folds probed by CMB anisotropies.
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which recovers € < 1, as expected. The required fluid has two notable properties: (1) it has
negative pressure: P < —p/3, (2) it has almost constant energy density (since |dlog p/dloga| =
|dlog H?/dlog a| = 2|e|). As discussed above, these conditions violate the strong energy condition,
thus inflation cannot be driven by conventional gravitating fields.

The simplest realization of inflation involves a scalar field, ¢(Z,t), imaginatively labeled the
inflaton.*?> The dynamics of ¢ are specified by the action, which reads

S, = / dt &Pz (1) B& - V(M , (146)

where we have assumed homogeneity and isotropy (such that ¢ depends only on t), and inserted the
FLRW metric.*3 This is specified by the potential V' (¢) and the (canonical) kinetic energy %qbQ.
To compute the equation of motion for ¢, we use the principle of least action, solving for % = 0.

Setting ¢ — ¢ + ¢, we find
58 = / dt &3z a3 [¢'> 56— V'(6) 54 - / dt d3 [—d(a%) - a3V'(gz5)] 56 (147)
dt ’

using integration by parts and denoting V' = dV/d¢. Setting 5 = 0, we obtain the Klein-Gordon
equation in an expanding Universe:

b+3H¢ = —Ccll‘;. (148)

This describes a damped harmonic oscillator, with the 3H gb term describing Hubble friction,
which causes the inflaton to lose energy as the Universe expands.*4

To compute the effect of ¢ on the expansion rate, we use the Friedmann equations. These
require the scalar-field density and pressure, which can be derived from the stress-energy tensor,
itself obtained from the scalar field action.*® Skipping some calculation, we find

1

po= 3P HV(E),  Py= 8- V(o). (149)

Using the Klein-Gordon equation, it is straightforward to show that these satisfy the continuity

equation, pg + 3H(p+ P) = 0. Inserting the energy density and pressure into the first Friedmann

equation gives

1

- 2
3Mp,

H? [;dﬂ " V(«b)} , (150)

42The theory of inflation has its origins in the study of scalar fields in an expanding universe — it was quickly realized
that these could solve the myriad of problems plaguing the Hot Big Bang, though the precise mechanism took a few
years to develop.

“3Formally, this follows from the covariant action for a minimally-coupled scalar field S = %{%1 [d*z\/—gR +
J d*c /=g L($, V,.6), where L is the scalar-field Lagrangian and the first piece is the Einstein-Hilbert term. Assuming
a canonical kinetic term, the Lagrangian is given by £(¢, V,¢) = —%g‘“’Vu(bVl,qb — V(¢), where V is the potential.
Neglecting fluctuations in ¢ and inserting the FLRW metric (with /—g = a*), this reduces to (146), dropping the
Einstein-Hilbert term.

“This can also be obtained from the covariant action given in the previous footnote. Varying with respect to ¢
via the Euler-Lagrange equation, we obtain O¢ = dV/d¢ (for d’Alembertian O = ¢g**V,,V,), which reduces to the
Klein-Gordon equation on the FLRW background. Varying with respect to the metric leads to the Einstein’s equations,
which simplify to the Friedmann equations on the FLRW background.

45In full, the stress-energy tensor is defined as Tﬁ‘f) = —(2/+/—g) 85/5g"". For the minimally coupled action given
in the preceding footnotes, this gives T,S,(f) = 0up0vd — Guv [%8°‘¢ Oa® + V(¢)]. The density and pressure can be
read-off by comparing to the standard covariant fluid action.
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(where Mp; = (87G)~1/? is the reduced Planck mass), which relates the inflaton dynamics to the
expansion rate. By differentiating this expression with respect to time, we can compute the first
slow-roll parameter:

s O (o HE I

using the Klein-Gordon equation. The inflationary condition € < 1 implies that the kinetic energy
of the inflaton must be small compared to the potential energy, i.e. the field should be slowly
rolling. Moreover, the second slow-roll parameter can be written

é o H
= =2 |- L | =2-6 152
n=—m [an H] (c~0), (152)
for § = —¢/(H¢), which satisfies |n| < 1 if the acceleration term (o ¢) is small.

4.5 Slow-Roll Solution

Above, we obtained the €,7 parameters for an arbitrary inflationary potential and obtained the
conditions under which inflation occurs. Motivated by this, we define the slow-roll regime by the
two conditions

1. . .
§¢2 < V(¢), 9| < [3H4|, (153)

i.e. negligible kinetic energy and acceleration.?® In these limits, the Friedmann and Klein-Gordon
equations simplify to

V(o) -
H? ~ , 3Ho ~ —V'(¢), 154
AR (154)
and the slow-roll parameter becomes
172 2 7\ 2
5 M,
e~ 22 Mp (VI (155)
M3 H? 2 \V

We find that e < 1 requires |V’/V| < Mp,', i.e. the inflationary potential must be sufficiently flat
(in Planck units). Differentiating the Klein-Gordon equation with respect to time, we find:

d . . VI/ "

which constrains the second derivative of the potential. Based on this, we define the potential
slow-roll parameters:

M2 V! 2 v
€y = % <V> ) nv = MP2>1 7? (157)

if these are both small, we obtain slow-roll inflation (with € ~ ey and ny =~ 2¢ — 1n/2). These
parameters are useful since they can be computed directly from the microphysical model without
solving the full equations of motion.

4These correspond to € < 1 and |§| < 1.
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Finally, we can measure the total number of e-folds of inflation (i.e. the total expansion).
Integrating from a; to a., with dloga = Hdt = (H/¢)d¢, we find

Qe be [T
Niot = / dloga = / — do, (158)
a; ¢ O
which simplifies to
%1 |do]
Niot & — 159
wr [ e (159)

under the slow-roll approximation (since H/¢ = —(V/V')/M3, = —2,/ev). Recalling that Ny = 60
is needed to solve the horizon and flatness problems, we thus constrain the field excursion A¢ =
| — ¢e| during inflation (with super-Planckian excursions if ey is large).

4.6 Summary of Inflation

In the past few sections, we have presented a variety of inflationary conditions. Here, we briefly
pause to summarize these points, before proceeding with the post-inflationary dynamics. In its
standard form, inflation has the following properties:

e Exponential expansion: Inflation requires accelerated expansion (i > 0), typically assumed
to be exponential with a(t) oc eff*. This corresponds to almost constant H (e, |n| < 1), and a
(quasi-)de Sitter geometry.

e The inflaton: Inflation can be generated by a scalar field, ¢, evolving along a potential V(o).
The evolution of ¢ is set by the Klein-Gordon equation, and informs the expansion history via
the Friedmann equations.

e Slow-Roll: In the most common models for inflation, the inflaton ‘slowly-rolls’ down its
potential. This corresponds to subdominant kinetic energy (e < 1) and small acceleration
(In], 1] < 1), with an effective equation-of-state around wy ~ —1.

e Potential: To obtain a slow-roll solution, the inflaton potential must be flat (e < 1) over
a fairly wide range of ¢ (|ny| < 1). This must hold at least for the ~ 7 e-folds visible in
the CMB, but is usually assumed for the N 2 60 e-folds required to solve the flatness and
horizon problems .

4.7 Reheating

Inflation ends when the slow-roll parameters, €, 7, become O(1). The transition phase that follows
is known as reheating, and is responsible for converting the inflaton energy density into Standard
Model particles. This phase is amongst the most mysterious in the Universe and is difficult to probe
directly, though primordial gravitational waves can provide some insight. Here, we will present only
a brief overview of the reheating scenario.

At the end of inflation, the kinetic and potential energies of the inflaton become comparable
(since € ~ 1), and the inflaton begins to oscillate about the minimum of its potential (see Fig. 7).
Assuming a quadratic minimum, V' (¢) =~ Vp+ %m2(¢— $0)? for some mass-scale m, the Klein-Gordon
equation becomes

b+ 3Hp = —m?o, (160)
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Figure 7: Cartoon of the inflaton potential. During the inflationary period (indicated by the gray
region), ¢ slowly rolls along the potential surface. The almost-flatness of V' (¢) translates into
almost-exponential expansion (and an almost-scale-invariant spectrum of CMB fluctuations). At
the end of inflation, the field oscillates around the potential minimum (the gulch on the right-hand-
side) sourcing reheating. This transfers energy to the standard model sector, through decay and
thermalization processes. Reproduced from D. Baumann, Cosmology (Cambridge University Press,
2022).

which defines a damped simple harmonic oscillator, with subdominant Hubble friction if H < m.
From the continuity equation, py + 3H (py + Ps) = 0, which can be rearranged as

1d

a3 dt
(dropping the Vj term). If the oscillations are rapid, the right-hand-side averages to zero (from the
virial theorem), implying that py o a3 and the inflaton behaves as pressureless matter.

As the energy density of the inflaton drops, interactions between the inflaton and other fields
become important, transferring energy into the Standard Model sector. The simplest models involve
a slow decay of the inflaton into light fermionic species, which can be modeled via the Boltzmann
equation

(a’py) = —3HP, = *% <<J52 — m2¢2) , (161)

1 d
pen (a®py) = T po, (162)

for decay rate I'y. Other models of inflation involve fast decay into bosons via parametric resonance.
This out-of-equilibrium process is usually known as ‘preheating’. Whichever mechanism operates,
the decay products quickly interact and thermalize, forming a radiation bath with energy density

2

i
PR= 35 9(Tr) Ty < po, (163)

where the reheating temperature T depends on the duration of the reheating phase (set by I'y and
the precise interaction vertices). A lower bound of Tr 2 1 MeV is sourced by BBN (which requires
neutrino equilibrium to be established); the reheating temperature is likely substantially higher to
accommodate additional phenomena such as baryogenesis. Once the thermalized radiation bath
dominates, the thermal history described in §3 begins.
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4.8 Inflationary Fluctuations

In addition to resolving the horizon, flatness, and monopole problems, inflation provides a natural
origin for the structure we observe in the Universe today, through the quantum fluctuations of the
inflaton field ¢. The full theory of inflationary perturbations is mathematically rich and grounded
in relativistic quantum field theory. Rather than diving into the details (which really requires its
own course), we here simply present a heuristic outline of the main ingredients and the key results,
which we’ll use in later sections.*”

The main result of inflationary perturbation theory can be understood from the Heisenberg
uncertainty principle, AE At ~ h/2. Here, AE ~ d¢ (since the inflaton field has units of energy),
and At ~ 1/H (since the only relevant timescale during (quasi-de Sitter) inflation is the Hubble
scale), we conclude that the inflaton fluctuations must have characteristic size

56 ~ o (164)

(adding a factor of 7 to match the results of a more careful calculation). Due to the Einstein
equations, the quantum fluctuations in ¢ source fluctuations in the spacetime metric (in particular,
the local curvature), leading to an inhomogeneous Universe at the end of inflation. These curvature
perturbations later grow under gravity and accrete material, forming the overdensities we observe
today as galaxies, clusters, and CMB anisotropies. Below, we’ll explore this picture in more detail,
starting from a classical description then adding quantization.

4.8.1 Classical Perturbations

Up to now, we have assumed that the inflaton field (in addition to all other quantities) is independent
of space, i.e. ¢(Z,t) = ¢(t). To describe inflationary perturbations, we must go beyond this
assumption, writing

o(Z,t) = o(t) + 0p(Z, 1) (165)

where ¢ is the background solution discussed previously, and [ dZ6¢(Z,t) = 0. Note that this
explicitly breaks homogeneity.
In the previous sections, we derived the equation of motion for the background solution:

5(0) + 3H W) = -

i 166
, (166)
starting from the background action Sy = [ dtd3x a3(t) [%QEQ — V(gb)} Switching to conformal time
(with adn = dt), this can be written

- - av

¢"(n) +2H ¢'(n) = —GQ%, (167)

where X'(n) = dX/dn and H(n) = a’/a = aH is the conformal Hubble parameter. Working at
first-order in fluctuations (i.e. neglecting terms of order (6¢)?), one can derive a similar expression

4"Excellent references for this section include Daniel Baumann’s TASI lectures and Enrico Pajer’s Part III notes,
both of which feature an in-depth treatment of inflationary perturbation theory.
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Figure 8: Schematic of the perturbation evolution during inflation. The blue line shows the curvature
fluctuation, R, sourced by the inflationary perturbation d¢ for a given Fourier-mode k. At early
times, the mode is subhorizon (k > #) and oscillates as a free field. After horizon-crossing (k 2 H),
the mode freezes and remains fixed until horizon re-entry (k < #H) in the late-Universe, where it
resumes oscillating and sources physical density fluctuations.

for the fluctuations:*®

a® d*V

Y W H? S (&, m). (168)

60" (Z,m) + 2H 8¢/ (Z,m) — V26 (Z,m) = |26(3—E+1)
This takes a similar form to the background solution with two key differences: (1) it includes spatial
derivatives due to the broken homogeneiety; (2) it explicitly depends on the slow-roll parameters €, 7
(adding tildes to distinguish from conformal time) which encode metric fluctuations in the spatially
flat gauge (see §5).
The above equation can be greatly simplified by introducing the rescaled field f(Z,n) =
a(n) 66(Z,n) and Fourier-transforming, with f(k,n) = [ 3z e_i’;'ff(f, n). Following some tedious
manipulations, we find the Mukhanov—Sasaki equation:

- ')\ o
f"(k,n) + (kQ— f(k,n) =0 169
(F.n) o) ) (169)
defining z(n) = %—)l This is a highly general expression, describing the evolution of inflaton

perturbations during inflation. Notably, the Mukhanov-Sasaki equation takes the form of a wave
equation with an effective mass term —z”/z, whose solution is shown in Fig. 8. In the slow-roll limit
(which is not assumed by the above expression), the mass reduces to 2”/z ~ 2H? = 2a?H?, which
demarcates two regimes of interest:

“8To derive this, one extremises the relativistic action Sy = J d*z/—g [—%ngmv,,qs - V(d))}, with respect to
¢, which yields the Klein-Gordon equation ﬁ@u (vV/=99""0v¢) = —dV/d¢. This can be simplified by inserting the
metric (at first-order in fluctuations, working in the spatially-flat gauge) and rewriting metric fluctuations in terms of
slow-roll parameters and §¢.
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e Subhorizon (k > H = aH): The effective mass is negligible and the solutions are plane
waves with, f(k,n) ~ eT™1. In this case, which corresponds to early in inflation, when the
characteristic wavelength A ~ 1/k is much smaller than the comoving Hubble radius 1/(aH),
the modes oscillate freely, akin to free fields in Minkowski spacetime.

e Superhorizon (k < H = aH): In the opposite limit, the k2 term is negligible and the
equation becomes f” ~ (2”/z) f, which admits the growing and decaying solutions f o z,
f o< z72. This regime is reached late in inflation, when the (rapidly shrinking) Hubble radius
falls below the characteristic wavelength, and leads to the perturbations freezing, with f/z
becoming constant in time, as shown in Fig. 8.

The qualitative behavior of 5¢(E, 1) matches that discussed above: modes are generated on subhorizon
scales, then exit the horizon mid-way through inflation. These modes subsequently re-enter the
horizon after inflation ends, at which point they can be observed.

4.8.2 Quantum Perturbations

In the above section, we have presented the equation of motion for d¢ using classical field theory
techniques. Analogously to the particles in the standard model, ¢ is a quantum field, thus it is
properly described by quantum (and not classical) field theory. Practically, this corresponds to
replacing d¢ with a quantized equivalent

0¢(k,m) — 66(K,n) = S6(k,n) az + 06" (k,n)al _, (170)

where @, a' are creation and annihilation operators, and §¢ is the mode-function (enforcing reality
of ¢).*° Here, the creation and annihilation operators satisfy the commutation relation

lag, al.] = (2m)%p (k — &) (171)
and d¢(k,n) satisfy the Mukhanov—Sasaki equation given above.

To solve the system, we must specify the Initial conditions. A natural choice is the analogue
of the ground state of a simple harmonic oscillator, in which every mode approaches the positive-
frequency Minkowski vacuum on deep sub-horizon scales (6¢ ~ e~*7). This choice is known as
the Bunch—Davies vacuum, and is the standard initial condition for inflationary perturbations.

Under the slow-roll assumptions, we can solve the Mukhanov-Sasaki equation to find

F (k) = a(n) (k. ) = \/12? (1 - m) e~k (172)

We now have all the ingredients we need to compute the statistics of the inflaton fluctuations. As
usual in quantum mechanics, we compute averages by sandwiching the operators between vacuum
states, |0). First, we can compute the expectation value of the perturbation itself:

(0 66(k, m)[0) = 0, (173)

noting that a;|0) = <O’dTIZ’ = 0. As expected, the fluctuations in ¢ vanish on average. Next, we can

compute the two-point function / power spectrum, which encodes the variance of the field as
a function of scale:

(0 6 (k, 1) 6" (K, 1) |0) = |66k, n)|? (27)® Op(k — K'). (174)

4These redefinitions are common in quantum field theory. If you haven’t seen this before, you can think of this as
the field-theory analog of promoting the position and momentum variables to operators in quantum mechanics (i.e.

q,p — G, p and introducing creation and annihilation operators, § ~ a + a',p ~ a — al.
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This is easily derived from the commutation relation, and satisfies two important symmetries: (1) it
is homogeneous (since k = k'), (2) it is isotropic (since the expectation depends only on |k| = k).5
Extending to higher-order, we quickly discover that the inflaton field is Gaussian, such that any odd
correlators (such as the three-point function) vanish, and any even correlators are fully determined
by the power spectrum.

Inserting the mode functions derived above, we can explicitly compute the power spectrum
of inflation. Usually, this is expressed in terms of the dimensionless spectrum, A% qﬁ(k’ 7n), which
satisfies

3 2
Ak = 5 o = (52 [1+ G (175)

In the superhorizon limit, kn — 0, leading to the asymptotic power spectrum

2
A3, (k) =~ <H> 176

5¢( ) o7 f—all ) ( )
where the right-hand-side is evaluated as the mode crosses the horizon and thus freezes (recalling
that H must have some dependence on time, else inflation will never end). Notably, this (a) matches
the intuition derived at the beginning of this section from the Heisenberg uncertainty principle, and
(b) is approximately scale-invariant.

4.8.3 Curvature Perturbations

Inflaton fluctuations induce perturbations in the metric, g, (7,t), and thus the local expansion
properties. To understand this, recall that inflation ends when the slow-roll parameter reaches
unity (€ = 1), which is set by the Hubble parameter H2 ~ V(¢) and thus the value of ¢. A local
fluctuation in ¢ towards the potential minimum will lead to inflation ending earlier in that region of
space; the net effect is a pattern of local curvature imprinted by the inflaton fluctuations.
To make this intuition precise, we introduce the comoving curvature perturbation,

R(E,U) _ H(U) 5¢(k’77) — f(k‘,’l’]) (177)

¢'(n) z(n)
(working in the spatially flat gauge, see §5), which parametrizes the local curvature, with 6g;;(Z,t) =
a?(t)e*R@1 ;. (in the comoving gauge). This has a number of useful properties including con-
servation on superhorizon scales (meaning that R is fixed once k 2 #H(n)). We can compute the
dimensionless power spectrum of R, denoted by

51

N B
(R(k)R*(K)) = (2m)° dp(k — k)~ AR (k), (178)
which depends only on \E| due to homogeneity and isotropy. Using the results from the previous
section, we can compute the curvature power spectrum explicitly:

3 1 H?

AR (k) = ?PR(/?) = mMifzn - (179)

50To understand this, it is useful to consider the real-space correlator (0] §¢(Z)dé(y) [0). By homogeneity, this can
depend only on the separation between points & — ¢ (and not their absolute position); by isotropy, the correlator can
depend only the distance |Z — ]. Rewriting the functions in Fourier-space, these two symmetries imply that the power
spectrum can depend only on k = |k| = |¥'|.

5'In the comoving gauge, the Friedmann equation can be written as H? = %p + %V”R, which shows that R
encodes the local radius of curvature.
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which holds for all times satisfying k& 2 H(n). In the slow-roll regime, both H and € are (approxi-
mately) constant (since € ~ 7 ~ 0), thus the power spectrum is approximately scale-invariant.

Motivated by the above relation, one can define an empirical model for the curvature power
spectrum

A3 (k) = A(,f) (150)

where Ag, ng parametrize the power spectrum amplitude and spectral index, and we evaluate at the
pivot scale k, = 0.05 Mpc™!. Within slow-roll inflation,

2
5—557:2&‘]\12‘)21, ng = 1 — 26 — 1y (181)
where the asterisk indicates quantities evaluated at k.. For a pure de Sitter Universe, ng = 1 and
the power spectrum is exactly scale-invariant (A%2 ~ k9); in all realistic models of inflation, n; is
slightly below 1 (known as a ‘red tilt’). This is a generic prediction of inflation and holds under
minimal assumptions. Observationally, the amplitude and spectral index are constrained by cosmic
microwave background observations, finding

Ay~ 21x107%, ng~0.96, (182)

in excellent agreement with the slow-roll expectations. This, coupled with the observed adiabaticity
of CMB fluctuations (discussed below), represents the strongest current evidence for the inflationary
model.

4.8.4 Gravitational Waves, Non-(Gaussianity, and Beyond

In addition to the scalar curvature perturbations discussed above, inflaton fluctuations induce
tensor fluctuations of the metric, h;j, i.e. primordial gravitational waves. These can be computed
analogously to curvature perturbations: the net result is a Gaussian distribution of fluctuations
with dimensionless power spectrum

2 - o 2
Aty = Tl = 5 (50 ) (183)

evaluating the right-hand-side at horizon exit. As for scalars, this can be parametrized in terms of

an amplitude, A;, and a spectral index, n;:°2

EN™

Aj (k) = At<> : (184)
k.

where A; oc H? ~ V directly measures the energy scale of inflation. Within slow-roll inflation,

ny &~ —2€, implying that the tensor spectrum should be close to scale-invariant. Combining A; and

A,, we can define the tensor-to-scalar ratio

r = 1/412 = 16 ¢, (185)

52Due to an historical quirk of notation, scale-invariance requires n; = 0 in the tensor sector, whilst n, = 1 for
scalars.
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which depends only on the first slow-roll parameter. Measuring r is a key target of current and future
cosmic microwave background observatories (through the measurement of B-mode polarization).
This is often heralded as a smoking gun of inflation, but has so far remained elusive, with modern
experiments constraining r < 0.04.

In the above discussion, we have focussed on the simplest inflationary model: a single field
slowly-rolling down its potential. Whilst useful, and in full agreement with observational constraints,
this scenario is maximally boring: it sources only an almost-scale-invariant scalar and tensor power
spectrum. The inflationary literature abounds with examples of models beyond single-field slow-roll,
including additional fields, interactions, non-flat potentials, and beyond. A key feature of many
such scenarios is that they induce novel phenomenology, such as:

e Primordial Features: If the potential, V' (¢), contains bumps, steps, or wiggles, we can
induce transient departures from the slow-roll regime, i.e. brief regions with large 7. These
manifest as additional scale-dependence in the curvature power spectrum, such as oscillations
in A%(/{) or enhancements in power on very small scales (sourcing primordial black holes if
the effect is sufficiently large).

e Non-Gaussianity: In the single-field slow-roll scenario, the curvature perturbations inherits
a Gaussian distribution from the vacuum fluctuations of ¢. If ¢ evolves non-linearly during
inflation (due to interactions with itself or with other fields), the distribution function becomes
non-Gaussian, and higher-order statistics are generated, such as the bispectrum o (R3) or
trispectrum oc (R*).53 A detection of primordial non-Gaussianity would provide evidence for
non-linear effects in inflation, with the particular amplitude and shape encoding the type of
processes at work.

e Isocurvature: Additional fields present during inflation can generate entropy (isocurvature)
perturbations, sourcing fluctuations in the relative number densities of different species (e.g.,
dark matter, baryons, and radiation) at the end of inflation. These can be correlated or
uncorrelated with the adiabatic curvature fluctuation, and lead to distinct modifications to
the cosmic microwave background anisotropies.

Each of these phenomena can be probed using observational data from the cosmic microwave
background and galaxy surveys. Despite extensive study, there have been no compelling detections:
the mysteries of inflation remain a mystery!

5 Relativistic Perturbation Theory

Inflation imprints a nearly scale-invariant spectrum of curvature fluctuations onto the early Universe.
What happens to these perturbations after inflation? In particular, how do they grow and interact
with matter and radiation? Schematically, metric perturbations (including curvature) mediate
gravitational interactions between photons, neutrinos, baryons, dark matter, and dark energy, which
in turn modify the evolution and local expansion. To describe this system, we must treat the
perturbations in all species entering the Einstein equations consistently: here, we will attack this
problem using the tools of relativistic perturbation theory.

In these notes, we will restrict to linear perturbation theory, restricting to first-order in
perturbations. This approximation is accurate on scales 2 10 Mpc, which covers essentially all of
the observational window relevant for the CMB, and much of the regime relevant for large-scale

53Even in the simplest slow-roll models, the inherent non-linearity of Einsteinian gravity imparts a small level of
non-Gaussianity to the distribution. This is slow-roll suppressed, however, and likely unobservably small.
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structure observations.®® Our eventual aim is to describe the growth of fluctuations in dark matter
(which source the distribution of galaxies) and in baryons and photons around recombination (which
set the statistics of the CMB). We will adopt a five-step process: (1) consider the fluctuations in
the metric, gu; (2) consider fluctuations in matter, via the stress-energy tensor, 7},,; (3) use the
Einstein equations to relate g,, and T},,; (4) add the initial conditions from inflation; (5) solve for
the evolution of dark matter, photons, and beyond.

5.1 Introduction to Perturbation Theory

We begin by splitting every quantity into a background piece (which we solved for in §2) and a
small perturbation, e.g.,

G (Z,m) = G () + 09, (T, m), (186)
p(Z,m) = p(n)+dp(,n),

P(Z,m) = P(n)+0P(Z,n),

Tuu(fa 77) = T/W(n) + 5Tuu(fa 77)§

this is identical to our treatment of the inflaton field in the last section. Here, and throughout this
section, we’ll work in conformal time (with dt = adn), which simplifies the equations somewhat.

The background quantities, hereafter denoted with bars, are functions only of time, and are
set by the continuity and Friedmann equations. For later reference, let’s collect the key equations
satisfied by the background quantities (written in conformal time):

G dztdz” = a®(n) [—dn2 + da_:’Q] (FLRW metric), (187)
T, = (p+ P)a'u, + P ", (stress-energy),
H? = % pa? (Friedmann I),
H = —#(ﬁ +3P)ad* (Friedmann IT),
p=-3H(p+ P) (continuity),

where H = d’/a is the conformal Hubble parameter and u* is the four-velocity of a comoving
observer. For simplicity, we have dropped spatial curvature, which is a fair approximation given the
tight empirical bounds.

The above equations were obtained by solving the Einstein equations (G, = 87G TW) at the
background level, together with the conservation law V,T#" = 0; to obtain analogous equations for
the perturbations, we must repeat this calculation, working at first-order in ¢, 7.e. we must solve

6G = 87G 6T, VHFT — VT, =0 (188)

(noting that V depends on the metric). This is conceptually straightforward, though algebraically
somewhat painful.

5.2 Metric Perturbations

In §2, we derived the FLRW metric by assuming that the Universe was homogeneous and isotropic.
At first-order in perturbations, both of these assumptions break down and the metric gains explicit

54In practice, many large-scale structure observables depend on quasi-linear scales, which can be accurately described
by including higher-order perturbations in a self-consistent manner (and restricting to the Newtonian limit). In these
notes, we will not discuss such complications: a detailed treatment can be found in the Effective Field Theory of
Large Scale Structure lecture notes available on my website.
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dependence on the spatial coordinates #.%° The most general perturbation around the FLRW metric
can be written as

ds* = a*(n) [—(1+24) dn* + 2B; dz" dn + (6;; + 2E;;) da’ dzj] , (189)

where A, B; and E;; are arbitrary functions of (Z,n), which describe (small) perturbations to
conformal time, the time-space slicing and spatial coordinates respectively. This form reduces to the
FLRW metric in the limit A, B;, E;; — 0. Notably, A contributes a single scalar degree of freedom,
B; contributes three (one per spatial direction), and Ej; contributes six (since it is a symmetric
3 x 3 matrix), giving a total of 1 + 3 4+ 6 = 10 independent metric perturbations, as expected.

5.2.1 SVT Decomposition

To simplify this expression, we can write the metric perturbations in terms of their scalar, vector,
and tensor components (hereafter ‘SVT’). To motivate this, consider the Helmholtz decomposition
of a vector field into a gradient and a divergence-free piece:

7= Vo+i, = v;=0d+wi. (190)

Here, ¢ carries the scalar component, whilst w represents the bona fide vectorial piece (subject to the
constraint d;w" = 0). We can apply a similar decomposition to the B; and E;; metric perturbations:

B, = 0,B+ B,‘, (191)
E,;, = C5ZJ + (6{%8] — %6UV2) E+ %(81E] + a]EA'1> + Eij,

where C = %E"Z encodes the trace of E;;, BZ,E are divergence-free vectors (satisfying &Bi =
O,E = 0), and E’ij is a transverse, traceless tensor (with O,EY =0, FY; = 0). The full metric is
described by:

e 4 scalars: A,B,C, F;
e 2 vectors: Bi, EZ-, each with two independent components;

e 1 tensor: El-j, with two independent components (describing the two gravitational wave
polarizations);

giving a total of ten degrees of freedom, as before. In practice, it’s useful to write each perturbation
in Fourier-space, defining, for example, A(Z,n) = f]; A(k,n) e* % with the SVT decomposition

Bi(k,n) = ik;B+ B, (192)
El'j(k‘, 77) = C(SZ] — (IACZ]AC] — %(2]) E+ %(];‘ZEA’J + ];‘jEA'Z) + Eija
for k' = k/ |E |, absorbing factors of |E | into the metric perturbations. At linear order, the equations
of motion for each metric perturbation, A(k,n), reduce to ordinary differential equations, with each
Fourier-mode evolving independently.

The utility of the SVT decomposition is that, at linear order, scalar, vector, and tensor modes
decouple: the equations of motion for scalar perturbations depend only on scalar perturbations (in
both matter and the metric) et cetera. Moreover, the sectors differ in their relevance:

55Homogeneity and isotropy remain valid in a spatially-averaged sense, e.g., the statistical correlations between
pairs of points can depend only on the distance between the points, not on the absolute position or the orientation.
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e Scalars are important: they describe curvature perturbations that seed large-scale structure.
e Tensors are important but small: these describe as-yet-undetected gravitational waves.

e Vectors are unimportant: these decay rapidly during both matter- and radiation-domination,
such that any primordial vector perturbations will be unobservable today..

In the remainder of this section, we will focus primarily on scalar perturbations: this reduces the
number of degrees of freedom to just four.

5.2.2 Gauge Freedom

The above treatment contains an important subtlety: the metric perturbations, A, B;, F;;, depend
explicitly on our choice of coordinate system, or equivalently, our choice of gauge. By changing
coordinates, we can reshuffle the perturbations (for example mixing the temporal and spatial sectors)
and can even create perturbations from a seemingly homogeneous system. To see this more clearly,
let’s consider two examples:

(1) Creating a perturbation from nothing. Let’s consider the FLRW line-element, ds? =
a?(n) [—dn® + 6;j dz' da?] in (n,z") coordinates. Under the spatial coordinate transformation 2’ —
7' =2t + (&, n), for some small distortion vector &, the line-element transforms as

ds* — a*(n)[—dn® — 2(0,&) dz' dn + dz' di (8,5 — &5 — 0;&)] (193)

since dat = dz' — O& da* — angi dn. This corresponds to the perturbed metric with B; = —¢!
and E’ij = —0;§;)-The two line-elements represent the same Universe — however, one contains
perturbations whilst the other does not! Notably, these perturbations are not physical: they are
pure gauge modes, generated by the coordinate change.

(2) Trading physical perturbations. Take a uniform density field p(Z,n) = p(n) in (n,z?)
coordinates. Under the coordinate shift n — 7 = n + £°(Z,n), the density becomes p(n[ij, 7]) =
p(71) — p'(77) €°, which includes an apparent density perturbation §p = —p' £°. Reversing the logic,
we can ‘hide’ a physical density perturbation Jp via a judicious choice of coordinates (practically
absorbing it into the metric).

We can understand the gauge-dependence of relativistic quantities by applying a general coordinate
shift, x# — ¥ = aH + £*(x). By definition, the value of a scalar quantity ¢ (including both
background and perturbations) cannot depend on the gauge, i.e. ¢p(x) = &(5;) Expanding to first
order, we find

on) +06(x) = () +06() = dd(x) = dg(z) — & (z) & (x). (194)

noting that there are no gauge ambiguities for background fields (thus ¢ = gg, if evaluated at the
same location). The right-hand-side tells us how scalars transform under an infinitesimal coordinate
shift. Since the line-element is coordinate invariant, i.e. ds? = g, (v)da*dz” = §op(%)dz*di®, the
metric must transform according to°°

_ . 032038
I () = Gap(T Dl OV (195)

56As an example, consider the time-time piece of the metric. From the transformation rule, a’(n) [1 +24(z)] =
(1+T"%a?(n+T)(1 + 2A(%)), with a(n+T) ~ a(n) [I + TH] at first order.
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By writing both g,, and g, in terms of the metric perturbations A, B;, F;; and decomposing the
shift vector as é* = (T, &'L + L*), the scalar, vector, and tensor perturbations can be shown to
transform as

A — A-T —HT, C - C—HT-1iV’L, (196)
B — B+T-L, E - E—1L,
Bi — Bi—z;, Ez — Ei—f/i, Ez — Ezg

Note that the tensor perturbation Eij is manifestly gauge-invariant, while the scalar and vector
modes mix non-trivially with the coordinate shifts (though there is not mixing between the two
sectors).

5.2.3 Choosing the Gauge

Keeping track of the coordinate dependence of metric perturbations is tedious in practice, and it
is often cleaner to sidestep the gauge dependence altogether, using one of two commonly applied
strategies.

First, we can construct combinations of the metric perturbations that are invariant under (small)
coordinate transformations. One such set of variables are the Bardeen variables:

U = A+HB-E)+(B-EY, (197)
® = —C+iVPE-H(B-F),

&, = B;—FE,

Ey = K.

The scalar Bardeen potentials, ®, ¥, the vector perturbation \i’, and the tensor perturbation Eij,
represent genuine physical degrees of freedom that cannot be changed by a coordinate transforma-
tion.’” Notably, there are only two scalar degrees of freedom, with the other two simply describing
gauge modes.

Secondly, we can fix the gauge by selecting an appropriate coordinate system (i.e. choice of L, T),
and keeping track of all relevant perturbations (akin to performing electromagnetic calculations in,
say, the Coulomb gauge). At the end of the calculation, we can express the final results in terms of
Bardeen variables, ensuring that the outcomes do not depend on the coordinate system we selected.
Three common scalar gauge choices are:

(a) Newtonian gauge: This sets B = E = 0, such that the Bardeen potentials are given by
¥ = A and ¢ = —C. The line element becomes

ds* = a*(n)[—(1+2¥)dn* + (1 — 20) dz?] (198)

(dropping the vector and tensor modes). This gauge is conceptually simple: since there are no
dndz® contributions, constant-time hypersurfaces are orthogonal to observers at rest (B = 0),
and the geometry on spatial hypersurfaces is isotropic (£ = 0). In this gauge, the equations
of motion also match those of Newtonian gravity, which makes the calculations particularly
simple.

5TThis is straightforward to verify: substitute the above transformation rules into the Bardeen potential definitions.
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(b) Spatially flat gauge: This sets C' = E = 0, giving the line-element
ds* = a*(n)[~(1 + 2A) dn* + 2B; dz" dn + d7*] . (199)
In this gauge, there are no fluctuations in the spatial metric, which is a particularly convenient
choice for describing inflationary fluctuations (indeed, the Mukhanov-Sasaki equation discussed

in §4.8 is derived in this gauge).

(¢c) Synchronous gauge: This sets A = B = 0, giving the line-element
ds* = a*(n)[—dn* + (6, + 2E;;) dz' dz’] . (200)
Here, there are no fluctuations in the time component of the metric, i.e the time coordinate

coincides with the proper time of comoving observers. This is the gauge used by most
Boltzmann codes including CLASS.

5.3 Matter Perturbations

Having defined the metric at first order in perturbations, we now turn to the stress-energy tensor,
T*,, which encodes the particle content of the Universe. As discussed in §2, the stress-energy for a
general fluid can be written as

™, = (p+ P)u"u, + PO, + 11", (201)

where p is the energy density, P is the isotropic pressure, u* is the fluid velocity, and II#, is the
(traceless) anisotropic stress, all of which depend on z#. As before, we can split each quantity into
background and perturbed contributions, which define the zeroth and first-order components of
T+, via

T%(n) = —p(n), Tlo(n) =0, T'(n) = P(n)d; (202)
and

0T%(x) = —dp(x), OT'o(x) = [p(n) +P()]v'(x), 0T"j(z) = P(x)d'; +1T';(z), (203)

introducing the bulk velocity, v*.5® In practice, the above equations involve the total stress-energy
perturbation, summed over all species of matter and radiation present in the Universe. Explicitly:

0p =Y @y @=@+PW = dly, 6P =Y 6P, TV =Y T, (204)

where the sum runs over baryons, photons, dark matter, dark energy, et cetera.

The stress-energy tensor is characterized by four perturbations: the density dp, the pressure J P,
the fluid velocity v?, and the anisotropic stress Hij, totalling ten degrees-of-freedom. The latter two
can be decomposed into scalar, vector, and tensor components as before:

vt = v+, (205)
where o7, IT" are divergence-free (i.e. 9'0; = &I’ = 0) and 1% is transverse-traceless (i.e. &1 =

IT; = 0). Once again, the scalar, vector, and tensor components evolve independently, implying
that scalar physics can be described by just four degrees-of-freedom (dp, d P, v, IT).

58Here, we work in the ‘upstairs-downstairs’ convention, using 6T*,, rather than 0T - This isolates the matter
perturbations from the metric perturbations (which enter through g,., u* = a™*(1 — A,v%) and v, = a~*(—(1 +
A), 05+ By).
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5.3.1 Gauge Transformations

As with the metric, the matter perturbations depend on our choice of coordinate system. Under
a coordinate shift z# — z# = x* + £, the stress-energy tensor transforms according to the usual
tensor transformation rule:

B oFB
Setting &* = (T, L*) as before (for small T, L*), we can thus relate the density, pressure, velocity,
and anisotropic stress perturbations in the original and shifted frames, finding

5p = op— G T, &P — 6P—P'T, (207)
¢ — ¢+ (p+P)L, v;i — v+ L, ;; — ;.

™, (7) (206)

The anisotropic stress is manifestly gauge-invariant, whilst the density, pressure, and velocity
perturbations all mix non-trivially with the coordinate shift 7, L (though the scalar and vector
components remain decoupled).

Analogously to the metric perturbations, we can construct a set of gauge-invariant variables
which are unaffected by the above coordinate transformations. There are three commonly used
gauge-invariant scalars:

(a) The comoving density contrast:

1
Az) = 5 [6p+p (v+ B)]. (208)
If v + B = 0 (known as the comoving gauge), this corresponds to the fractional density
perturbation §p/p. As we will see in §5.5, A satisfies the usual Poisson equation, V2® =
47Ga® p A on all scales (not just in the subhorizon regime, where relativistic corrections are
small).

(b) The uniform-density curvature perturbation:
0
(@) = —C+1IVE+H ;‘,’. (209)

(¢c) The comoving curvature perturbation:
R(z) = —C +iV2E —H (v+ B). (210)

The latter two variables, ( and R, characterize the intrinsic curvature of spatial hypersurfaces, via the
spatial Ricci scalar )R = (4/a?)V?(—C + $V2E) (for spatial metric perturbations C and Ej;). On
superhorizon scales (k < H), we will later show that the two variables are approximately conserved
and asymptotically equal, making them natural variables for tracking primordial perturbations
across multiple cosmic epochs.

Relatedly, we can define two new gauges, complementing those listed in §5:

(a) Uniform-density gauge: This sets dp = 0, which corresponds to a particular choice of the
time and space coordinates. In this gauge, the (scalar) spatial metric can be simply expressed
as 0g;j = a’(1—2¢ )6ij, involving the uniform-density curvature parameter (.

(b) Comoving gauge: This fixes v + B = 0, such that the fluid with respect to the observer.
This leads to the (scalar) spatial metric 6g;; = a?(1 — 2R)d;;, which involves the comoving
curvature perturbation R. This gauge is commonly used in inflationary studies, since it cleanly
separates the temporal and spatial perturbations.
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5.4 Conservation Equations

Equipped with the metric and matter perturbations outlined in the previous sections, we can now

derive the dynamical equations governing the evolution of the matter sector, invoking conservation

of stress-energy: V,T%, = 0. As noted above, the full stress-energy tensor is a sum of the individual

stress-energy tensors for each components of the Universe; in the absence of direct interactions

between the species (except through gravity), this relation holds for each species independently.
Up to first order in perturbations, the conservation law can be written

V,I", = 9,T%, + D1, T% —T% T", = 0. (211)

Due to the appearance of Christoffel symbols, this depends on both matter and metric perturbations.
To obtain the perturbed conservation equations, we adopt a three-step procedure: (1) define the
Christoffel symbols; (2) substitute I';, and T*, into the above expression and collect the first-order
terms; (3) simplify the v = 0 and v = i expressions.”” In order to streamline the algebra, we work
in the Newtonian gauge (defined by B = E' = 0), which has the line-element

ds* = a*(n) [-(1+2V) dn? + (1 — 2®) 6;; da'da’] , (212)

where U, ® are the Bardeen potentials. Up to first order, the associated Christoffel symbols are
given by

Iy = H+V, Tp = 0¥, oo = 'V, (213)
F?j = Moy — [® +2H(D+ V)] by,

;0 = H(57] - (b, 5Zj,

o= = [000) +6L0;] ® + 0 0'D.

using the definition I‘ff \ = % 9" (Ougox + Orgor — Orguy) and indicating the background contributions
in red.

5.4.1 Continuity Equation

When the dust settles, we find a fairly straightforward form for the v = 0 conservation equation:

V,TFo=0 = |6 = —3H(6p+P)—0;q" +3(p+ P)P. (214)

This is the relativistic continuity equation, and describes the evolution of density fluctuations
in the perturbed Universe. Each describes a different physical effect:

e —3H(dp + dP) encodes the dilution induced by the Universe’s expansion, which appears also
in the background continuity equation p’ = —3H(p + P).

e —0;q" encodes the flow of energy into a comoving volume element due to fluid motion (with
momentum density ¢* = (p + P)v’).

e 3(p+ P)®' encodes the relativistic correction to the local expansion rate. From the metric, ®
acts as a local rescaling of the scale-factor a — (1 — ®) a, which modifies the dilution of p by
a factor 3®'(p + P).%0

59Whilst conceptually straightforward, this is algebraically arduous. To streamline these notes, we present only the
final results in this section.

50This can be seen explicitly by replacing a — (1 — ®) in the background continuity equation and expanding to
first-order.
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The continuity equation can be rewritten in terms of the density contrast, 6 = dp/p. Using also the
background continuity equation, we find

§ = - 1+§ V-7 —3%") —3H or_P 5. (215)
(1 5) =) (55 - )

For non-relativistic species (P < p), this reduces to & ~ —V -7 + 3®’; further restricting to
subhorizon scales (with k > H), we recover the usual Newtonian continuity equation in conformal
time, ' ~ —V - 7.

5.4.2 Euler Equation
The spatial components (v = i) of the conservation equation give the relativistic Euler equation:
VMT‘MZ‘ =0 = qZ’- = —4Hq; — (ﬁ + P) oV — 0;0P — 8]‘Hji, (216)

which describes the cosmological evolution of momentum. Here, the leading term, —4H ¢;, reflects
the dilution of momentum density, which scales as a~* for all species. The remaining terms encode
gravitational forces (via 0; ¥, cf. Newton’s second law), pressure gradients (0;0P), and anisotropic
stresses (0;17;). Rewriting in terms of velocity, with ¢; = (p + P)v;, we find

P 1 ;
= — _ | v; — ——(0;,0P + &'IL,;) — ;0. 21
v} <H+ﬁ+ )v P (0;0P + 0'1L,5) — O (217)

For non-relativistic species without anisotropic stress, this simplifies to v; =~ —Hv; —(1/p) 0;6 P —0; ¥,
which matches the expected Newtonian limit, and implies that velocities decay as a~! in the absence
of pressure gradients or external forces.

5.4.3 Application to Matter and Radiation

The continuity and Euler equations presented above apply to any gravitationally interacting species
and can be used to understand the evolution of baryons, photons, and dark matter. In many cases,
we can simplify the equations considerably by assuming that the fluids of interest are adiabatic:
this holds if the pressure perturbation can be expressed in terms of the density perturbation via
§P = 2 §p, with sound-speed ¢? = P'/p’ (which may itself be a function of p). This is an excellent
approximation for pressureless matter (cold dark matter and baryons) and the tightly-coupled
photon-baryon fluid prior to recombination, but fails for free-streaming species such as neutrinos,
where P depends non-trivially on the full distribution function. Below, we discuss the first two
cases in more detail.

Matter On cosmological scales, cold dark matter and baryons are usually assumed to be pressure-
less, with an equation of state w,, = 0, and vanishing anisotropic stress, II*#, = 0. In this case, the
conservation equations reduce to

0

(Y

= —V - 0p+ 39, (218)
= —Huv,— VY,

!
m
/
m

which can be combined into the second-order equation:

S+ HOL, = VAU 4 3(D" +HP). (219)
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Here, the left-hand-side describes the friction induced by cosmological expansion, whilst the right-
hand-side gives the gravitational source terms. This equation governs the gravitational growth of
dark matter perturbations, and we will later use it to describe the clustering properties of dark
matter on linear scales.

Radiation For a perfect radiation fluid with no anisotropic stress, P, = %ﬁr, thus by adiabaticity,
8P, = c2 §p, with ¢2 = 1/3. The continuity and Euler equations become

5. = —3V-U, +49 (220)

T

v, = —1V§, — VU,
where the factor of 1/4 in the Euler equation arises from 6P, /(p, + P,) = [c25p,]/[p-(1+1/3)] = 6, /4,

and the Hubble-friction term has dropped out exactly (since P/ /(p,+P,) = —H, using the background
continuity equation). Combining the two relations, we find

5 — iV?5, = VU 449", (221)

This takes the form of a wave equation with sound speed cs = 1/4/3, sourced by gravitational forces
(V20) and relativistic effects (®”). In contrast to matter, there is no friction term; instead, the
V25, term leads to propagating sound waves, which will later find to source acoustic peaks in the
cosmic microwave background, as well as the BAO feature in galaxy distributions.

5.5 Einstein Equations

Using conservation of stress-energy, we have derived equations for the evolution of the cosmological
density and velocity perturbations, given the scalar Bardeen potentials ® and ¥. To close the
system, we need to know how the metric perturbations themselves evolve: this can be achieved
using the perturbed Einstein equations, 6G,,, = 87G 0T}, as outlined below.

To derive the relevant equations, we start from the perturbed metric defined above, and
successively derive the Christoffel symbols, '), the Ricci tensor, R,,,, the Ricci scalar, R = g""R,,,,,
and finally the Einstein tensor G*,, which is then related to the perturbed stress-energy tensor,
TH,. As for the continuity equation, we will work in the Newtonian gauge, and neglect both vector
and tensor metric perturbations.

Starting from the Christoffel symbols listed in §5.4, we find the Ricci tensor up to first-order in
D, U

Roo = —3H + V2T +30" +3H(D + T'), (222)
Ry, = 2 6¢(<I>’ + H\I/),
Ry = 0y[(H +2H?)] = 6;j[@" + V?® — 2(H +2H?)(® + ¥) — HT' — 5HD]
+ 0;0;(P — V),
(marking the background contributions in red), along with the Ricci scalar:
a®’R = 6(H +H?) —12(H +HH)Y — 6H (V' + 39') +4V2D — 2V>T — 68", (223)

Finally, we can form the Einstein tensor via G#, = R*, — %5“1, R, whose components can be written
1
G% = —a2(1-2¥)Ry — o1 (224)
. 3 , 1 .
Gy = a?(1+29)R'; — 55;3,

GOZ' == —2a_28¢ ((I)/ + H\If) .
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Equating to the stress-energy tensor at first-order leads to four relations (complementing the two
Friedmann equations at zeroth order):

1. 6G% = 87 G 6T°y: We obtain the relativistic Poisson equation:

V20 — 3H(D' + HT) = 4nGa? bp, (225)

where 0p = ), dp(a) 1s the total density perturbation, summed over species. In the deep
subhorizon regime (with k > #), the first term on the left-hand-side dominates,%! and we
recover the familiar Newtonian Poisson equation, V2® = 47Ga?dp. This indicates that
relativistic corrections are important only for modes with wavelengths close-to (and above)
the horizon scale.

2. 0GY; = 87 G 6T°;: We obtain the momentum constraint:

' +HY = —4nGd?q, (226)

which relates the evolution of @ to the total momentum density ¢ (with ¢° = 9%¢). Combining
this with the Poisson equation derived above, one obtains the simple relation

V20 = 4nGa*p A, (227)

noting that ¢ = (p + P)v = —3Hp'v, from the background continuity equation. Here, we
have introduced the gauge-invariant comoving density contrast A (see §5.3), which is equal to
(0p 4+ p'v)/p in this gauge. This matches the usual Newtonian Poisson equation: however, it
holds on both subhorizon and superhorizon scales, with the relativistic corrections absorbed
into the redefined density variable.5?

3. 6G'j; = 87G 8T*; (trace-free). Subtracting the trace component via §G*; — 6G?; — %6}56’%,
we obtain the anisotropic stress equation:

(0;0; — £6;;V?) (@ — V) = 87Ga’1l,, (228)

which relates the anisotropic stress to the Bardeen potentials. Rewriting in Fourier-space,
with Hij(E, n) = —(p+ P) [kik; — 20,] I1(k,n), this becomes k%(® — U) = 87Ga? (5 + P)1I,
where II = IIj, + II. + IL, + II, is the combined scalar anisotropic stress. On large-scales, dark
matter and baryons act as a perfect fluid with II, . — 0; moreover, photons are tightly coupled
to baryons at early times (with II, — 0) and subdominant at late times. Further neglecting
the neutrino contribution (which has II,, # 0 at all times), we find IT &~ 0, which implies that
the two metric potentials are equal: ® ~ ¥.%3

4. 6G'; = 8mG 8T*; (trace). This leads to the pressure equation:

"+ H(V +20') + 2H + H*)V + VAV — @) = 47Ga® 5P (229)

®!To see this, note that V°® ~ k*®, and &' ~ H®, with & ~ .

520n superhorizon scales, A ~ (k/ H)2<I> < P, thus the gauge-invariant density is heavily suppressed compared with
§. Observationally, we only have access to subhorizon modes, whereupon (A — §)/A ~ H?/k* — 0, thus we can use &
to define the density contrast in practice.

63See the appendix of Daniel Baumann’s book for more details.
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Setting ¥ = & (i.e. neglecting anisotropic stress) and assuming an adiabatic fluid with
5P = c2 §p, this can be simplified to

" + 3[1 + AHP + (2H + H*[1 + 3¢ + k*c2)® = 0 (230)

in Fourier-space, where we have combined with the relativistic Poisson equation to eliminate
dp (225). This is a second order ODE for ® alone, that can be used to obtain the evolution of
® in both radiation-dominated (c2 — 1/3) and matter-dominated (¢? — 0) regimes.

In summary, the four Einstein equations listed above combined with the conservation equations
for each species lead to a closed (and redundant) system of equations: the four scalar variables
(6,v,®, ¥) are uniquely determined once the equation of state w and the sound speed ¢? of each
species are specified, along with suitable initial conditions.

5.6 Initial Conditions

The final ingredient in our theory of perturbations is the set of initial conditions for matter and
metric fluctuations. As discussed in §4.8, these are provided by inflation, which sources a (nearly)
scale-invariant spectrum of curvature perturbations, R, which are generated by vacuum fluctuations
early in inflation and freeze as they exit the horizon. Below, we relate these to the fluid initial
conditions by considering the limiting form of the above equations in the superhorizon regime.

5.6.1 Superhorizon Limits

Setting k& < H, the conservation equations simplify considerably. For matter and radiation (using
218 & 220), we find

5 o~ 3%, 5o~ 4P (231)

since the velocity terms become small.®* Integrate these equations directly, we find the solutions for
photons, neutrinos, cold dark matter, and baryons:

5'7(’% 77) =

Sy(k,m) =

where Ca(E) are time-independent integration constants, which cannot be determined from the
conservation equations alone. Eliminating ® gives

51/(1_5777) =9 (

J(k.n) = 4®(k,n) + Cy (k) (232)

q)(E7 77) + CW(E)a
k o(B,m) = 30(k,n) +Co(k) (k< H),

30 (k,n) + Cy(k),

1)+ Sy(k),  Se(k,n) = 305(k,m) + Se(k) (233)
3
i) = 3
introducing a set of isocurvature perturbations {S,,S., S}. These encode relative density
fluctuations between species that leave the total energy density (and thus the curvature) unchanged.
In the simplest inflationary models, all perturbations are derived from the same quantum field: this
is known as the adiabatic limit, and corresponds to S, = 0 for all species.
This can be understood as follows. As discussed in §4, quantum fluctuations in single-field
inflation (also known as ‘single-clock’ inflation) lead to inflation ending at different times in different
locations. This induces perturbations in the (initially homogeneous) pressure and density fields,

n
o (K,

54This follows from the Euler equation: v’ + Hv =~ —9;¥ (dropping pressure and anisotropic stress contributions),
thus v ~ (k/H) ¥, implying that V- & ~ (k*/H?) ¥, which is small for superhorizon modes.
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with, for example, pa(n) — pa(n + 7) = pa(n) + p,7, where 7 is the time perturbation (or more
formally, the Goldstone mode of broken time translations). Since all perturbations are sourced by
the same shift, we find 6p, /0P, = pl,/ P!, which corresponds to the adiabatic scenario discussed
previously. Moreover, §, = (pl,/pa)m = —3H(1 4+ w,)7, which implies that d,/(1 + w,) is the same
for all species, and thus 6, = %50, with S, = 0 et cetera.. We shall assume this going forward, setting
0y = 0y = % op = % d. on superhorizon scales.

Next, we use the Einstein equations to fix the overall amplitude of the density perturbations.
On superhorizon scales, the Poisson equation reduces to

3H(P +HP) ~ —4nGa®*5p (k< H), (234)

where we have set ¥ = &, neglecting anisotropic stress from neutrinos. At early times, the Universe
is radiation-dominated with dp ~ pd. (since dp = dp, + dp, = (py + pv)6,, using adiabaticity);
inserting the Friedmann equation %7—[2 = 47Ga? p, one finds

n®" (k,n) + 4@’ (k,n) = 0, (235)

noting that H = 1/7 in radiation domination. This has two solutions: a constant ‘growing’ mode
and a rapidly-decaying mode ® o 3. Discarding the latter, we conclude that ® is approximately
constant on superhorizon scales during radiation domination. This fixes the above integration
constants, giving the superhorizon limits

— — —

oy (k,n) = 6,(k,n) = 2oy(kn) = L6u(kym) = —20(k,n) (k< H). (236)

ol

This is an important result: the initial conditions for the post-inflationary fluid are set entirely by
the primordial gravitational potential ®(k,n) on superhorizon scales.

5.6.2 The Curvature Perturbation

In the previous section, we demonstrated that ® is approximately constant on superhorizon scales
during radiation domination (up to a rapidly-decaying mode o< n~3). The same conclusion holds
during matter domination;%® however, the two constants differ, since the potential is sensitive to the
changing equation of state (from w, = % to wy, = 0). A careful calculation shows that

up(k) = & Pro(k) (k< H) (237)

for any mode that is superhorizon in both regimes. The variation of ® across the matter-radiation
transition (and similarly any transition where the equation of state varies, e.g., reheating), motivates
using a different variable to track the perturbations on superhorizon scales, and thus relate early-
and late-Universe physics. The uniform density and comoving curvature perturbations, ¢ and R,
provide excellent candidates, since they are conserved on superhorizon scales (regardless of the
background evolution) and asymptotically equal. Below we demonstrate the key properties of the
curvature perturbations and relate them to the initial conditions of ® and d,,.

5This can be easily verified by setting H = 2/n and 6p ~ p6,,, thus n®” 4 6&’ = 0 and & = a + bn~°, since
01, = 3®’ on superhorizon scales.
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Conservation of Curvature Working in the Newtonian gauge (with B = F = 0, as in §5.3), the
two curvature perturbations introduced in §5.3 take the explicit form

dp op
=-C+3V’E+H— = =0- o5 238
¢ 3 7 ¢ 3(p+P) (23%)

R=-C+iV’E—H(v+ B) = R = & —Ho,

where v is the scalar contribution to the velocity (with v’ = d'v + ©¢). Differentiating the uniform
density curvature perturbation with respect to 7 and substituting the backgrourld and perturbed
continuity equations (o' = —3H(p + P) and 6p' = —3H(5p + 6P) — 0;q* + 3(p + P)®’), one finds

p+P o E_E diq’
o ¢ = (5P 7 op + 37 (239)

non—adiabatic pressure ~(k/H)%q

where the first term vanishes for an adiabatic fluid and the second is suppressed by (k/#)? on
superhorizon scales. We thus conclude that

('(k,n) ~ 0 (k < H, adiabatic), (240)

i.e. ¢ is conserved on superhorizon scales, regardless of the background expansion history (which
has not entered the above derivation). Via s similar argument, we find R’ — 0 for k < H, thus the
comoving curvature perturbation is also conserved.

Equivalence of ( and R The difference between the two curvature perturbations is given by

1

—mA, (241)

H _ H_
(—R =7 [5P—Pl(U+B)] =—pA =
p p
in terms of the comoving density contrast A, introducing the equation-of-state w = P/p. Combining
with the Poisson equation V2® = 47Ga’p A = 3H2A, we find

. . 2 E\2 -
k,n)—Rk,n=———(=—] ®k,n) —0 242
(o) = RE) = g (37) #E) (242
which quickly decays to zero on superhorizon scales. We can thus use either ¢ or R to describe the
superhorizon perturbations, and smoothly connect to the inflationary regime.

Relation to ® Using either definition, one can derive a general relation between the curvature
perturbation and the Newtonian-gauge potential ® valid on superhorizon scales. By combining the
Einstein and conservation equations, we find the superhorizon relation

5+ 3w

m@(ﬁ, n (k< H); (243)

R(k,n) ~
this gives R = 3@ in radiation-domination (w = 1/3) and R = 2® in matter-domination, sourcing
the previously-stated ratio ®yp/Prp = 9/10. Finally, we can express the adiabatic initial conditions
for matter in terms of R (working in radiation-domination):

Oi(k) = 2Ri(K),  0yi(k) = 0,i(k) = 30,4(k) = 26.:(k) = —ARi(k). (244)

This provides an explicit link between primordial physics (encoded in the inflationary power spectrum
of R, A% = H?/(87%>M3,¢)) and the late-Universe matter and radiation perturbations.
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5.7 Evolution of the Gravitational Potential

We finally have all of the ingredients in place to solve for the evolution of species through cosmic
time. We begin by solving for the (Fourier-space) potential, @(E, 1), on all scales, using the initial
conditions derived above. An important quantity will be the time at which a given mode enters
the horizon (and thus becomes observationally accessible); due to the changing expansion history,
we will find different behavior for modes entering in radiation- and matter-dominated eras (i.e. if
k > keq = H(neq) Or k < keq for matter-radiation-equality at neq, cf. Fig. 8).

By combining the trace and trace-free components of the spatial Einstein equation (and neglecting
anisotropic stress), we previously derived the following evolution equation for ®:

" + 3[1 + AHP + (2H + H*[1 + 3¢ + k*c2)® = 0 (245)

(cf. 245) assuming an adiabatic fluid with sound-speed ¢ = §P/§p. Combining with the second
Friedmann equation (which gives 2H’ = —(1 + 3w)H?), and assuming a fixed equation-of-state

w = 2, we find a closed-form equation for the potential:

" +3(1 4+ w)HP — wV?d = 0, (246)

which holds on both sub- and superhorizon scales, assuming constant w.

Matter domination In the matter-dominated regime (z < 3500), the equation of state is w ~ 0,
and the equation reduces to ®” + 3H®' = 0. Noting that a o< n? and H = 2/n during matter
domination, we find the solutions

(I)(E7 77) = Cl(];) + 02(5) a(ﬁ)_S/z (RD)7 (247)

for integration constants C;(k), set by the initial conditions. Note that the growing mode is constant
on both sub- and superhorizon scales, while the decaying mode falls off rapidly (and is typically
discarded).

Radiation domination At earlier times, the effective equation of state is w ~ 1/3, thus the
equation becomes ®” + 4H®' + %kQQD = 0. Using a «x n and H = 1/n, this can be written

d*u 2 du 2
o277 1—- = =0 248

ds02+s0d<p+( <p2>u ’ (245)
defining the rescaled variables through @(E, n) = u(p)/p and ¢ = kn/+/3. This has solutions
u(p) x j1(p),n1(p) for spherical Bessel and Neumann functions j; and nj. Discarding the singular
solution and fixing the normalization by matching to the superhorizon limit ®(k — 0,7n) — %Ri, we
obtain

@(E, n) = 2731(12) [Sin(k‘n/\/g) —(;:7&\?333) cos(kn/v/3)

On superhorizon scales (kn < 1), ® — %Ri, recovering the constant initial condition discussed
above, whilst in the subhorizon regime (kn > 1), the cosine term dominates, giving

cos(kn/3)

(km)2

] (RD). (249)

o(k,n) — —6R; (250)

exhibiting oscillations with sound-speed cs = 1/4/3 decaying as a(n)2.%

56Physically, the decay occurs since the relativistic fluid cannot collapse on scales smaller than the Jeans length,
due to pressure support.
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Figure 9: Evolution of the gravitational potential from radiation domination (left) to matter
domination (right). Modes with k < keq =~ 0.01 Mpc~! are superhorizon throughout radiation-
domination, thus their amplitude is fixed (up to a 10% decay through matter-radiation equality),
while modes with k > keq enter the horizon during radiation-domination and feature decaying
oscillations, before reaching a constant plateau in matter-domination. Reproduced from D. Baumann,
Cosmology (Cambridge University Press, 2022).

Full Solution The full evolution of ® interpolates between the radiation- and matter-domination
solutions found above and must be solved numerically. At even later times, we approach dark-energy
domination, in which ®(k,7) ~ a(n)~! on all scales, thus potentials eventually decay (which gives
rise to the late-time integrated Sachs-Wolfe effect).®” The key regimes are summarized below and
shown in Fig. 9:

RD (w=1/3) MD (w=0) | AD (w=-1)
Superhorizon const. const., % Prp ~a

Subhorizon ~ a2 cos(kn/v/3) const. ~at

Importantly, modes that enter the horizon after matter-radiation equality have large amplitudes
(set by primordial physics), whilst those entering before equality are suppressed due to the decay of
® in radiation-domination. As we will see below, this scale-dependent suppression generates the
characteristic shape of the matter power spectrum, with a turnover at keq = Heq-

5.8 Evolution of Dark Matter Perturbations

Next, we describe the growth of cold dark matter (CDM) perturbations, d,,, through both radiation-
and matter-domination. In §5.6, we demonstrated that d,, is constant on superhorizon scales; here,
we will solve for the subhorizon evolution, which itself sources the matter power spectrum.

Here, our starting point will be equation (219):

SI o+ H, = V2O 4+ 3(" +HY )= VO (k>H), (251)

57To derive this, note that 6p & §pm, since dark energy does not cluster.
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which we derived in §5.4.3 by combining the conservation and Einstein equations. The gravitational
potential can be decomposed into contributions sourced by matter and radiation perturbations, i.e.
® =, + &,; from the Poisson equation, these are given by

V2®,, ~ 41Ga>ppm Om, V2®, ~ 4nGa’p, f, (252)

for k > H (whence A,, = 6,,). In matter-domination, p,, > p,, thus the first contribution
dominates, and we can straightforwardly solve for §,,. In radiation-domination, however, p, > pm,
thus we must also consider the effects of ®,..

As discussed in §5.4.3, the radiation perturbations satisfy 4! — %VQ& ~ 0 on subhorizon
scales, which leads to oscillatory solutions with &, ~ cos(kn/v/3) (as discussed below). Since,
V2®, ~ a?p,0, ~ a~25,, the radiation-sourced potential exhibits decaying oscillations with ®, ~
(ka)~2 cos(kn/v/3).%® Physically, we are interested only in the gravitational potential averaged over
oscillation cycles (since matter cannot respond to a rapidly-oscillating forces), thus we conclude
that @, is highly suppressed relative to ®,,, even in radiation domination. Setting ® ~ ®,, leads to
the closed-form equation

o1+ HO, = ATGa o b = S H? 6, (253)

using the first Friedmann equation with p,,(17) = Qm (1) prot ().
To solve this through the radiation- and matter-dominated eras, we change variables to y = a/acq
(where aeq = Q.0/Qm 0 is the equality scale), with

H aH Qmo V1I+y Y d d d
—_— e Qm 3 QT‘ 4 = 2 y Qm = T, - = eHi H 254
o~ ads a\/ 0/a%+Q0/a N (@) =17 @y = vettgyig 254

ignoring dark energy. This leads to the Mészaros equation:

6 243y don 3
dy?  2y(1+y) dy  2y(1+y)

5m = 0. (255)

which describes the subhorizon growth of dark matter perturbations.
The Mészaros equation has two exact solutions:

ne) | T2 (256)
" (1—&-%3/) log[%fﬂ -3VI+y

which describe both growing and decaying modes. In the radiation-dominated regime (y < 1), the
growing mode behaves as d,,, « logy o loga, while the decaying mode tends to a constant: this
implies that dark matter perturbations grow only logarithmically during radiation domination, since
the rapidly-oscillating radiation pressure dominates the energy budget and prevents the matter
from clumping efficiently.” In the matter-dominated regime (y > 1), the growing mode behaves as
8m X y X a, while the decaying mode falls off as y=3/2 x a—3/2: matter perturbations now grow
linearly with the scale factor, seeded by logarithmically-enhanced growth in radiation-domination.

Typically, one expresses the subhorizon growth of dark matter perturbations using a pair of
scale-independent ‘growth factors’ Dy (t) via

Sm(ksm) = Di(n)ds(k)+ D_(n)_(k), (257)

58This matches the scaling found in the previous section for the total potential during radiation-domination.
59This is known as the Mészaros effect.
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(switching to coordinate time t), where 04 (k) encode the spatial variation, set by the initial conditions.
As demonstrated above, the growing mode scales as loga o logt during radiation-domination and
a o t?/3 in matter-domination, whilst D_(t) is constant during radiation-domination and decays
as a=3/2 o« t~! in matter-domination.” Finally during dark energy domination, D, is constant
and D_ o a=? (with exponential decay in time), since dp/pior — 0 (as 6pa = 0), halting structure
growth.
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Figure 10: Evolution of cold dark matter perturbations over time. Modes start frozen on superhorizon
scales, then grow as they enter the horizon. Modes with k < keq enter in matter-domination and
grow as a o t2/3, while those with k > keq have an initial phase of loga o logt growth during
radiation-domination (which is somewhat distorted by the logarithmic axis choice). Reproduced
from D. Baumann, Cosmology (Cambridge University Press, 2022).

In summary, we find the following behavior for the growing mode of d,, in radiation-, matter-,
and dark-energy-dominated regimes:

RD (w=1/3) | MD (w=0) | AD (w = —1)
Superhorizon const. const. const.
Subhorizon ~ loga ~a const.

which is shown graphically in Fig. 12.

5.9 The Matter Power Spectrum

By combining the time-dependence of 9, derived in the previous section with the initial conditions
from inflation, we can solve for the statistics of dark matter in the late Universe. Here, we will focus
on the matter power spectrum, P,,(k,n), defined via

<5m(];:7 77)5;1(];/7 77)) = (27T)35D(E - E/)Pm(k> 77)7

"OThis can also be derived from the original equatign for 5m:.setting pr0r — 0 on subhorizon scales (where 4,
oscillates rapidly), the Mészaros equation reduces to dm + (1/t)dm =~ 0 in radiation domination (using H = 1/2t),
with solutions d,, x {1,logt} x {1,loga}.

(258)
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where the Dirac delta appears due to translation-invariance, as before.”t Physically, Pp,(k,n)
represents the variance of the density field smoothed on scale k= 1.

As discussed above, the evolution of §,, depends on whether a given mode is (a) superhorizon,
(b) subhorizon during radiation-domination or (c¢) subhorizon during matter-domination (neglecting
dark-energy domination). Recalling that a mode of wavenumber k enters the horizon at when
H = aH = k, this defines three wavenumber regimes: (a) k < Ho; (b) Ho < k < Heq; (¢) k > Heq,
where Heq ~ 0.01 Mpc~! defines the wavenumber of modes entering at matter-radiation equality.
Below, we will describe the power spectrum in each regime, building up the model over time.

Early Times At sufficiently early times, all Fourier modes of interest today are outside the horizon,
thus the matter density contrast tracks the primordial curvature perturbation, 5m(E, 7)) A —RZ(E)
(cf.§5.6). In this regime, the density field inherits the primordial curvature spectrum generated
during inflation (§4.8):

272 272 nee
Pr(k,m) = Pr(k) = 75 AR(K) = —F5 Ad™ (259)

which scales as k=3 in the scale-invariant limit (if ny — 1).

Radiation-Domination Next, consider the Universe at matter-radiation equality (17 = 7eq). At
this time, modes with k < keq are still superhorizon and are thus frozen (with Sum (K, Teq) = —Ry(k)
as before), Modes with k > keq, on the other hand, entered the horizon at some earlier time aj < aeq
(defined by k = (aH )y a,;l) and are growing logarithmically due to the Mészaros effect, with a
total enhancement of log(aeq/ax) ~ log(k/keq) by Neq- This leads to the power spectrum

1, k < keq,

, (260)
log (k‘/keq)7 k> k‘eq,

Pm(ka'r/eq) ~ PR(k){

scaling as k™3 log?(k/keq) on small-scales.

Matter-Domination Finally, we consider the power spectrum at the current time, 1y (assuming
matter domination). As mentioned above there are three regimes: (a) modes with k < kg = Hp
are still outside the horizon, giving 6, (k,n0) = —Ri(k); (b) modes with ky < k < keq entered
the horizon during matter-domination (with k£ = (aH)p a,?l/ 2), and have thus grown by a
factor ap/ax x (k/ko)?; (c) modes with k > keq entered during radiation-domination and grew by
log(aeq/ax) ~ log(k/keq), before growing by a further ag/aeq ~ (keq/ko)? in matter-domination. In
combination, we find the late-time matter power spectrum

1 (k < ko)
Py (k,m0) ~ Pr(k) (k:/k:o)4 (ko <k < keq) (261)
(Ko/keq)* 108" (k/keq), (k> keq)-

which scales as k=3, k!, k=3 log?(k/ keq) for a scale-invariant primordial power spectrum. As shown
in Fig. 11, these scalings reproduce the characteristic ‘broken-power-law’ shape of the full dark

"'The right-hand-side can also be written as (27r)35D(E — E’)%Ail(k, n), where A2, is the dimensionless power
spectrum (cf. §4). We use the large-scale-structure convention of working with P,,(k,n)) rather than A2, (k,7) here.
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Figure 11: Left: Idealized view of the matter power spectrum, scaled by k%. Modes with k < kg
are superhorizon, thus trace the initial conditions, whilst those with kg < keq entered the horizon
during matter domination, and grow as k*. Finally, modes with k > keq entered during radiation
domination, thus scale as log(k)?. Right: Full computation of the matter power spectrum on
subhorizon scales, computed using CLASS with n, ~ 0.96. Up to the smooth behavior around keq
and the wiggles at k ~ 10~! (which we discuss in §5.10.4), this reproduces the phenomenology from
the simplified picture. The transition from radiation- to matter-domination sources the ‘hump’ at
k = keq. Left panel reproduced from D. Baumann, Cosmology (Cambridge University Press, 2022).

matter power spectrum, with a prominent turnover at k.q sourced by the different growth history of
modes in matter- and radiation-domination.”

Often, one extracts the scale-dependent features of the power spectrum using a transfer
function, T'(k), defined via

D-i-(ni) 5m(§’ 77)

Tk) = Di(n) 6,,(k,n;)

(262)

Y

where 7 is some time after equality. This relates the late-time density contrast to its primordial
value, isolating the effects of scale-dependent growth. By construction, T'(k) — 1 for k < keq and
T(k) < k~2logk for k > keq. With this notation, one can rewrite the late-time density directly in
terms of the primordial field:

Sm(Fyn > neq) = D ()T (R)R(E), (263)

which cleanly isolates the time-dependence (Dy ~ a), scale-dependence (T ~ 1 + k~2log k) and
dependence on the initial conditions (R). This form is extensively used to explore the impacts of
modified inflationary initial conditions on large-scale structure statistics (e.g., non-Gaussianity and
primordial features).

5.10 Evolution of the Photons and Baryons

Lastly, we solve for the evolution of photons and baryon fluctuations through cosmic history. These
source the CMB fluctuations and will be important for the discussion in §6. Whilst baryons behave

"In our discussion, we have ignored the effects of dark-energy domination. This freezes d,,, leading to a slight
suppression of the present-day power spectrum amplitude, though not the shape.
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analogously to dark matter today, their distribution in the early Universe was very different. As
discussed in §3, rapid Compton scattering of photons and electrons kept the baryons tightly coupled
to photons prior to decoupling at z ~ 1100; in this regime, the species behave as a single fluid, with
a shared bulk velocity and correlated perturbations.”® Due to radiation pressure, the photon-baryon
fluid oscillates in the early Universe, with baryons providing inertia and dark matter providing a
driving force through potential wells. The interplay between pressure and gravity leads to the rich
structure of the CMB acoustic peaks as well as the baryon acoustic oscillation (BAO) feature in the
late-time matter power spectrum (sourcing the ‘wiggles’ in the right panel of Fig. 11).

5.10.1 Photon Evolution

We begin by studying the distribution of photons, ¢., in the absence of baryon perturbations. This
is a good approximation at sufficiently early times, whence p, < p,.

Radiation-Domination Deep in the radiation-dominated regime, the Poisson equation gives
V2® =~ 4rGa’p,A,, where A, is the comoving density contrast.”® Using the first Friedmann
equation and ‘H = 1/, this can be written

Ar(&”) - _%(kn)z (I)(Ean); (264)

inserting the radiation-domination solution for ® derived in §5.7, we immediately obtain

A(kyn) = —m(%M, o = kn/V3, (265)

which has the super- and subhorizon limits

—5(kn)? (kn < 1),

4cos(kn/V3) (kn>1). (266)

N m{

On large scales, A, is heavily suppressed, while on small scales, A, oscillates with sound speed
cs = 1/4/3. Switching to gauge-dependent variables, the photon perturbation dy(k,n) takes a
constant value in the superhorizon limit (—%Ri(k), as found previously), whilst - (k, n) is equal to

A,(k,n) on subhorizon-scales and thus oscillates as a sound wave.”

Matter-Domination At late-times, the Poisson equation is dominated by the dark matter
contributions, and cannot be used to solve for ¢,. In §5.4.3, we showed that the continuity and
Euler equations for ¢, reduce to

§ = 4.7 440, F = 195, Vo (267)

which can be combined to form a wave equation:

& — 3V%6, = V2P + 49, (268)

"This description is accurate if the optical depth between successive scatterings is much shorter than a Hubble
time, which holds until decoupling (by definition).

"These equations apply also to neutrinos, though we ignore them here for the sake of simplicity.

5Tt is straightforward to show that (6§ — A)/A ~ (H/k)?, which vanishes on small-scales.
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where the final term vanishes, since ® is constant in matter domination. This is a simple harmonic
oscillator equation with driving provided by the gravitational potential, and has the general solution
is given by

5,(k,m) = C(k) cos(kn/V3) + D(k) sin(kn/V3) — 4®(k), (269)

-, -

for integration constants C'(k), D(k) set by the initial conditions and matter-radiation equality. Note
that the oscillations occur around 65! = —4® rather than around zero; 0, due the potential well
induced by dark matter perturbations. On superhorizon scales, 57(12:, 1) — const., as before. This
solution is shown graphically in Fig. 12.
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Figure 12: Evolution of photons, baryons, and dark matter perturbations over time. Dark matter
perturbations grow as loga in radiation-domination then a in matter-domination, while photons
oscillate in radiation-domination before gradually freezing in radiation-domination. Before the
epoch of baryon drag, baryons track the fluctuations in photons (up to a factor of 3/4 from the
adiabatic initial conditions); after decoupling, they grow as a and asymptote to the dark matter
limit. Reproduced from D. Baumann, Cosmology (Cambridge University Press, 2022).

5.10.2 Tight Coupling

In the limit of highly-efficient Compton scattering (known as tight coupling), baryons and photons
behave as a single fluid, whose evolution can be treated using similar techniques to those for photons.
As we show below, the addition of baryons modifies the picture in two ways: (a) the momentum
density is modified due to the additional inertia provided by baryons (b) the effective sound speed
decreases relative to the pure-radiation case (which had ¢2 = 1/3).

In the tight-coupling regime, baryons and photons share a common velocity v, = 0, giving the
combined momentum density

_ Pb
1+R R = ————— 270
(1+ R)py . i (270)

L W~

q = (py + P)T, + (oo + B0y =

where R measures the baryon-to-photon momentum ratio (which grows as a, reaching values of
order unity at recombination). Inserting into the Euler equation ¢ + 4H¢= —(p+ P)V® — VP

"®More strictly, 051 = —4®¢, where ®g is the time-averaged potential during matter-domination.
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(and noting that p, o a=*), we find
[(1+R)%,) = —1Vs, — (1+R)V®, (271)

which describes the evolution of photon velocity due to pressure gradients and gravity, with baryons
entering through the 1 + R factors (corresponding to an increased inertia, i.e. mass). Since the
scattering processes are elastic, there is no exchange of energy between photons and baryons: this
implies that the continuity equations are unchanged, thus 5; = —%6 -y 4+ 4®'. Combining the
above equations, we find

4 4R
V3, = §v2q> +49" + —— . (272)

R 1
5// !
+ 1R

"T14+R7 3(1+R)

This describes a damped and driven acoustic waves with effective sound speed

1
2
2
K 3(1+R)’ (273)

which is suppressed compared to the radiation prediction (¢2 = 1/3) due to the baryon loading.

5.10.3 Acoustic Waves

On sufficiently small scales, we can ignore metric perturbations, thus the above equation reduces to
the homogeneous wave equation

o 4 R 5 — 1

V3, =0 274
T 14+RY 31+R) T ’ (274)

with frequency w = keg(n). For w > H, the oscillations are rapid compared to the expansion-induced
damping, thus we can solve using a WKB approximation, finding””

. n
Oy (kym) = (1jrl(lgl/4 exp[+ikrs(n)],  rs(n) = /O cs(n') dn'. (275)
Notably, this depends on the sound horizon, r4(n), which is equal to the comoving distance a
sound wave can travel between reheating and time 7. At decoupling, rs(n.) ~ 150 Mpc, which sets
the fundamental scale of oscillations in the CMB and the matter power spectrum.

Assuming adiabatic initial conditions, ¢, is constant on superhorizon scales; this implies that
only the cosine branch is excited, giving the tight-coupling solution:

5, (ko) ~ (15(}21/4 cos(krs(n)), (276)

-, -

where C(k) is a (real) integration constant set by the initial conditions, i.e. R(k). The conclusion
is clear: the photon-baryon fluid exhibits acoustic waves with phase velocity c¢s, propagating from
density perturbations seeded by inflation.

There are a number of important implications of this result:

""Explicitly, one inserts the ansatz 83 " (k,n) = B(k,n) exp|[+i J"w(k,n)dn’] into the equation and solves for the
slowly-varying function B. Noting that (a) the B term is subdominant for w > H, and (b) the frequency evolves
according to dlogw = —(1/2)dlog(1 + R), this yields B oc (1 + R)~'/%.
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1. Phase coherence: Since only the cosine solution is excited, modes at all frequencies oscillate
coherently, with a common phase krs(n). This is a direct prediction of single-field inflation
(and would be violated by isocurvature perturbations, see §5.6) and leads to the characteristic
series of peaks and troughs in the CMB power spectrum.

2. Velocity oscillations From the continuity equation, the velocity perturbations scale as 67/,
thus vy ~ sin(krs). This implies that velocity and density perturbations are out-of-phase by
/2 and generates Doppler shifts that contribute to the CMB temperature anisotropies (see

56).

3. Silk damping: On scales smaller than the photon mean free path, photons diffuse out of
high-density regions, which leads to an exponential suppression 0, o exp[—(k/ ksin)?] in the
oscillation envelope. This damps the small-scale acoustic peaks in the CMB.

5.10.4 Baryon Acoustic Oscillations

Up to redshift z4rag ~ 1060, the tight coupling between baryons and photons leads to acoustic
oscillations in both the baryon densities and velocities, with §, = %57 (assuming adiabaticity)
and v, ~ vy (as shown in Fig.12. After the epoch of baryon drag (which occurs slightly after
recombination due to the large excess of photons over baryons, see §3), the baryons decouple from the
fluid and evolve according to the conservation equations for pressureless matter, with perturbations
growing as Jp  a.

Importantly, the distribution of baryons retains information on the acoustic oscillations, which
provide initial conditions for the decoupled evolution. Furthermore, this information propagates to
the total matter perturbation, 0, = fy0 + (1 — f5)d. (where f, = Qp0/Qm,0 =~ 0.16 is the baryon
fraction), both directly and through changes to d. induced by the baryonic contribution to the
gravitational potential. The net effect is that the late-time density field contains a weak acoustic
signature  fp, known as Baryon Acoustic Oscillation (BAO).

To understand this in more detail, let’s consider the baryon distribution just before n4rag. As
derived above, 5b(E, Ndrag) X cos(krd)q)i(E) and vb(E, Ndrag) O sin(krd)éi(g), where 74 = 75(drag)
is the sound-horizon at baryon drag. After n4.ag, the oscillations cease, and the combined matter
density evolves according to the Mészaros equation, which has the general solution

(B, m) = CL(k)y + Co(F)y™/% (Y > adrag/deq) (277)

where y = a/aeq (neglecting radiation contributions for simplicity). Matching both 6, and ],
at Ndrag (where the baryonic contributions have the forms discussed above), we find the baryonic
contribution to the growing mode

Sin(Km) D o [66(F, narag) + (k1a) vp(Fy arag)] ——+ (1> Nrag) (278)

Qdrag

which expands with a, as expected. On small scales, the velocity term dominates,”® producing an
oscillatory contribution of the form &,,(k,7) D fo(a/adrag) sin(krq)®; (k).

The net effect is that the matter power spectrum contains a small oscillatory component in
addition to the smooth features described above, known as the BAO feature:

Po(k) D 2fysin(krg) e~ (*/ksim)® psmooth z) (279)

"8Physically, this arises due to the baryonic contribution to the gravitational potential (with ® D (H/k)? fs0s).
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including the exponential suppression at high-k > kgjy. This feature can be seen from Fig. 11 and
plays a central role in large-scale structure cosmology, since r4 =~ 150 Mpc acts as a standard ruler:
its physical size is fixed by early-Universe physics (and is calibrated by the CMB to sub-percent
precision), and its angular size can be measured from galaxy populations at various redshifts, giving
a clean probe of the expansion history through the angular diameter distance d4(z) (and thus the
relative expansion rate, F(z)).

5.11 Summary

In the previous sections, we have mapped out the evolution of dark matter, baryon, and photon
distributions through radiation- and matter-domination, and connected them to their quantum
initial conditions using the curvature perturbation, R. For reference, we provide a brief summary
of the various forms of evolution, focusing on a perturbation with k£ < keq that enters the horizon
during matter domination.

1. Photons (4,): On superhorizon scales, 6, = —2® is frozen, then acoustic oscillations begin
when the mode enters the horizon at k = H, with §, ~ cos(krs)®. After recombination, the
photons free-stream out of the potential wells to form the CMB we observe today (see §6).

2. Baryons (dp): Initially, the distribution of baryons is frozen with §, = %(57 on superhorizon
scales due to adiabaticity. Upon horizon entry, the baryons oscillate along with the photons,
before decoupling at zqrag ~ 1060 and growing as d; o< a, with their statistics encoding the
BAO features with wavelength 7q = rs(7drag)-

3. Dark matter (d.): Cold dark matter starts with d, = %57 on superhorizon scales, before
growing logarithmically during the radiation era (due to the Mészaros effect) and finally
linearly during the matter era, sourcing the matter power spectrum, P, (k,n).

For modes with k > keq, the evolution is similar, but features an additional Mészaros suppression in
6m, sourcing a characteristic log? k scaling of the small-scale matter power spectrum. In practice,
one usually solves for the evolution of species numerically using codes such as CAMB and CLASS; at
heart, these implement the Einstein equations discussed above, in combination with the power-law
initial conditions from inflation, and various asymptotic limits above (e.g., tight-coupling).

6 The Cosmic Microwave Background

Having developed the linear-evolution machinery for photons, baryons, and dark matter, we are now
in a position to use it to make our first predictions for an observable signature of the primordial
Universe: the temperature anisotropies of the cosmic microwave background (CMB). At a
conceptual level, the CMB is the cleanest snapshot of the early Universe available to us: the photons
we observe today were emitted at last scattering (z, ~ 1090, when Compton scattering ceased) and
have travelled freely ever since, carrying with them information on both the inflationary initial
conditions (encoded by the curvature perturbation R) and the subsequent linear evolution of 4,
Uy, ®, and ¥ up to the last-scattering surface (LSS). CMB physics is therefore an enormously rich
subject; in this final section, we give a brief introduction to its essentials, focusing on the large-scale
“Sachs-Wolfe” regime that is most readily connected to the perturbation theory developed in earlier

sections.™

"We restrict ourselves to the temperature anisotropies, ignoring CMB polarization, which encodes additional
information about the velocity field at LSS and the primordial gravitational-wave background.
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6.1 CMB Statistics

The CMB is a two-dimensional observable: we measure the temperature perturbation §7'(n) =
T(7) — T as a function of position on the sky, 7 = (6, ¢), with mean temperature T ~ 2.73K.
Since the relevant statistical isotropy is on the sphere (rather than in three-dimensional space), it
is natural to expand 07 in spherical harmonics rather than Fourier modes. The two-dimensional
analog of the 3D Fourier decomposition reads

00 V4
7)) = 3 S am Yim(3), g = / di 6T (1) Y (7). (280)

=0 m=—¢

where Yy, (0, ¢) o< PJ"(cos0)e™? are the spherical harmonics, the multipole index £ = 0,1,2, ...
indicates angular scales 6 ~ /¢, and the azimuthal index m € {—/,..., ¢} encodes orientation.

Just as in three dimensions, statistical isotropy of the underlying physics implies that the
two-point function depends only on the multipole index ¢, and we can define the angular power
spectrum

‘ (@pm aprypr) = 000 Oy Ci (281)

the 2D analog of the matter power spectrum P,, (k) introduced in §5.10. The quantity £(¢+1)Cy/(27)
measures the contribution of each angular scale to the temperature variance per logarithmic interval
in £, and is the canonical way to display CMB data. We will compute it for the large-angle
Sachs-Wolfe regime below.

6.2 The Temperature Anisotropy: Sachs-Wolfe and Beyond

To predict Cy, we need to relate §7'(72) to the linear perturbations (8, vy, ®, V) derived in earlier
sections. The starting point is the photon geodesic equation, which describes how photon energies
evolve under the influence of metric perturbations. In an affine parameter A,

dp* o dz#
N —Fﬁﬁp ’, p= 7 (282)

where p# is the photon 4-momentum. To connect to observable quantities, we relate p* to the energy
E measured by a comoving observer via p = (F, p') in a local inertial frame.?? After some algebra
(see Baumann), the relevant equation governing the redshift of aE along a photon trajectory takes
the compact form
dlog(aFE) , ,  d¥
— = =0 4+ - — 283
i =T (283)
where the total derivative d/dn = 9, + p'0; is taken along the photon path. Integrating from
emission at 7, to today at 19, and using the boundary terms to capture the gravitational redshift,

o
log(agFEo) — log(acEe) = U, — ¥y +/ (V' + @) dn, (284)

where U, = W(Z,,n.) is evaluated at the (last-scattering) emission event and ¥, at the observer
(today).

80Explicitly, p° = (E/a)(1 — ¥) and p* = (E/a)(1 + ®)p® in the Newtonian gauge, ensuring nz,p"p” = g,.p"p”.
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To extract a temperature anisotropy, we note that CMB photons retain their thermal spectrum
after decoupling (since the Bose-Einstein distribution is preserved under free-streaming), so T' < FE.
The temperature variation observed today comes from three sources: the intrinsic temperature
at emission (the photon overdensity d, contributes 67/T = §,/4, since p, o< T*), the kinematic
Doppler shift from the line-of-sight velocity of the baryon-photon fluid at last scattering, and the
metric corrections in the equation above. Combining these, and dropping the unobservable constant
Wy contribution, we arrive at the celebrated formula for the CMB temperature anisotropy:

5T 0
?(ﬁ) = [16,+ V], — (A ) + / (V' +®"Ydny (285)
_v— v *

Sachs—Wolfe Doppler
Integrated Sachs—Wolfe

where the subscript * denotes evaluation at the last-scattering surface and the line integral is taken
along the photon trajectory #(n) = n(ny — n). The three terms have distinct physical origins:

1. The Sachs-Wolfe term, (6,/4 + V)|, combines the intrinsic temperature fluctuation at LSS
with the gravitational redshift experienced by photons climbing out of the potential wells at
last scattering. Since ¥ < 0 inside overdense regions, the SW term cools photons emerging
from such regions, partially compensating the larger intrinsic 6., there. This term dominates
on large angular scales.

2. The Doppler term, —(7 - 0p)«, records the line-of-sight peculiar velocity of the baryon-photon
fluid at LSS. It vanishes on superhorizon scales (where v, ~ (k/H)WV is suppressed by k/H — 0)
and provides a 7/2-out-of-phase contribution to the acoustic peaks (cf. §5.10).

3. The integrated Sachs-Wolfe (ISW) term records the cumulative effect of time-varying
metric potentials along the photon’s path from LSS to today. It vanishes in pure matter
domination (where ® and ¥ are constant) but is sensitive to any departure from MD, including
the early radiation-to-matter transition (the “early ISW”) and the late-time onset of dark-
energy domination (the “late ISW”), as well as nonlinear evolution.

6.3 The Sachs-Wolfe Plateau

On large angular scales (corresponding to modes with kx,. < 1, where x. ~ 14,000 Mpc is the
comoving distance to last scattering), the SW term in (285) dominates the Doppler and ISW
contributions, and we can approximate

L) ~ (36, +9], (256)

For superhorizon modes at last scattering — the regime relevant for the lowest multipoles ¢ < 100 —
the adiabatic initial conditions from inflation (cf. §5.6) imply d, = gém, and from the integrated
continuity equation through the matter-radiation transition, é,, = —2V¥ on superhorizon scales in
matter domination (one can verify this using the gauge-invariant comoving density contrast together

with the conservation of R). Hence 6, = —%\II, and the SW combination becomes

oT

@) = [ (5 ), = e (287)

=

Substituting ¥, = %RZ from the conservation of R on superhorizon scales (cf. §5.6), we arrive at
the Sachs-Wolfe limit:

oT . o
)~ IR(E) (e < 1), (288)




where T, = —nx, is the LSS position along the line of sight. This is a remarkable result: the
large-angle CMB temperature anisotropy is one-fifth of the primordial curvature perturbation,
directly connecting the inflationary initial conditions to an observable temperature pattern on the
sky.

To predict the angular power spectrum, we Fgurier—transform R; and integrate against spherical
harmonics. Using the plane-wave expansion e¢* ™ = 473", i jg(k:r)ng(ff’)n’:n(l%) (where j, are
spherical Bessel functions) and the orthonormality of Yp,,, one finds

m(—i)* 3 > 7
oum = ST [ ) i )RR, (289)

Taking expectation values, using the primordial curvature power spectrum (Rz(E)Rj(E' ) =
(2m)36p(k — k') (2n? /k3) A% (k), and integrating over the angular variables, the cross-terms vanish
and we obtain

4 [°dk .
Co = | —A%(Kk)j7(kxs)- (290)
25 ), k

For a scale-invariant primordial spectrum, A% (k) = A, (constant), the remaining integral is a
standard Bessel identity:

*dk , 1
*) = ) 291

giving the celebrated Sachs-Wolfe plateau:

e+1)Cy As
_—_—m — <
o o (¢ < 100). (292)

The fact that ¢(¢ + 1)Cy is approximately independent of ¢ at low multipoles — a flat plateau in
the canonical £(¢ 4+ 1)Cy/(27) vs £ plot (see Fig. 13) — is a direct prediction of (a) scale-invariant
initial conditions from inflation and (b) the dominance of the SW combination on large scales. The
measured amplitude of the plateau pins down the primordial amplitude to Ag ~ 2.1 x 107281

6.4 Beyond the Sachs-Wolfe Limit

At multipoles ¢ 2 100, corresponding to modes that have entered the horizon by last scattering,
the simple Sachs-Wolfe formula must be extended to include the full subhorizon dynamics: the
acoustic oscillations of the photon-baryon fluid, the Doppler contribution from the fluid velocity,
the integrated Sachs-Wolfe effect, and the diffusive damping of small-scale power. Solving for all of
these from scratch for a general mode is a formidable task, but there is one feature that renders the
problem tractable: all of the linear evolution we have studied is linear in the primordial curvature
perturbation. As a result, every quantity entering the master formula (285) is proportional to Rz(E),
and we may capture the entire intervening physics by a set of multiplicative transfer functions.

For the Sachs-Wolfe combination we write

(16, + W] (E,n.) = Tsw(k,n.) Ra(k), (293)

81The (near-) scale-invariance is itself a non-trivial prediction: a primordial tilt A% oc k™ ~* gives £(£+1)Cf oc £™=71
and the observed scaling ns ~ 0.97 (slightly red-tilted) is one of the central confirmations of slow-roll inflation.
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Figure 13: Plot of the CMB power spectrum, plus observational data from Planck. The flat region
at low-£ is the Sachs-Wolfe plateau, which traces the primordial power spectrum amplitude. At
higher-¢, we see the acoustic peaks, which are damped out by Silk damping. Note the asymmetry
between odd and even peaks due to baryon loading. The ACDM model provides an exquisite fit to
the data. Reproduced from D. Baumann, Cosmology (Cambridge University Press, 2022).
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Figure 14: Contributions to the CMB power spectrum: Sachs Wolfe, Doppler, and integrated Sachs
Wolfe. On large-scales, the Doppler effect is small, but becomes important at larger ¢. The ISW
effect adds power on large-scales around the first peak.
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where Tsw(k,n.) encodes all of the linear physics — horizon entry, acoustic oscillations, baryon
loading, potential decay — between the inflationary initial conditions and last scattering. The
Doppler and ISW terms are treated identically. In Fourier space the line-of-sight velocity be-
comes (7 - Up)x — il;:-szDOppler(k, n:) Ri(k), while the ISW integral is written as [dn (¥ +9') =
[ dnTisw(k,n) Ri(k) etk X In practice these transfer functions are obtained by solving the coupled
Einstein-Boltzmann equations numerically for each mode, but their qualitative behaviour can be

read off from the asymptotic solutions we have already derived.

6.4.1 Projection onto the Sky

To see how these transfer functions imprint themselves on the observed anisotropies, consider the
temperature field with the ISW term temporarily dropped for clarity,

6T, Bk i o .
?(n) = /(27r)3€k X {TSVv(kan*)_Zk'nTDoppler<ka77*)}Ri(k)- (294)

The Doppler factor of k-7 can be traded for a derivative of the plane wave using ik ek e —
kilﬁx* eF "X+ 50 that after projecting onto spherical harmonics with the plane-wave expansion (cf.
§6.3) the multipole coefficients become

V4 dgk x (1, . ./ 7
g = 4m(—1) /(27T)3 Yo (k) {Tgw(k}, 1) Je(kX«) — Thoppler (K 1) ]é(kX*)} Ri(k). (295)

Taking the variance and using the primordial spectrum, we obtain the general angular power
spectrum

*dk . .
Co = 4 [ AR {Tow(h o) o) = Tooppin 1) )} + (1SW), | (290
0

where the Doppler term enters through the derivative j; of the spherical Bessel function (reflecting
its /2 phase offset), and the ISW term contributes an additional line-of-sight integral against jp.
This expression makes the structure of CMB prediction transparent: the spectrum is built from the
primordial input A% (k) ~ Ask™ !, the transfer functions T'(k) that describe linear evolution,
and the projection functions j,(ky.) that map three-dimensional wavenumbers onto angular
scales. Since jy(kyx«) is sharply peaked at ¢ ~ kx., a feature at wavenumber k appears at multipole
0 ~ kxx, i.e. at angular scale § ~ /¢ ~ 7 /(kxx). Schematically, the canonical plotting combination
is therefore

L+1)
2

Cy ~ A%(k) [TSQW(k) + T]:Q)oppler(k)] (297)

k=C/xx ’

so that the angular power spectrum is essentially a projected image of the squared transfer functions.
We show the full solution in Fig. 14.

6.4.2 The Sachs-Wolfe Transfer Function

To estimate Tgw and Tpeppler, We recall the asymptotic evolution of the potential and photon
perturbations derived in §5.7 and §5.10. For the gravitational potential, the radiation-era solution is

-

O(k,n) _ ,sing —pcosy
Ri(k) @

=
SIZ

,p (298)
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which tends to 2 on superhorizon scales and decays as —6 cos(kn/v/3)/(kn)? once the mode enters the
horizon; during matter domination it freezes to the constant ® = % . %Ri = %RZ For the photons,
the radiation-era density contrast obeys 6, /R; = —% on superhorizon scales and 4 cos(kn/v/3) once
subhorizon, while in matter domination the tight-coupling sound-wave solution of §5.10 reads

m COS(k?Ts(U)) — 41+ R)®, (299)

slow mode

57(];’:7 17) =

where the second (slowly-varying) piece is the gravitational forcing term that was neglected in the
leading WKB analysis. The Sachs-Wolfe source is the combination S = %57 + .

On large scales (k < keq), the relevant modes enter the horizon during matter domination,
where ® = %Rl is constant. Substituting the sound-wave solution and dropping the subdominant

(1 + R)'/* variation of the forcing term in the limit R < 1, the source becomes

- 1 - [ C
S(kvn*) >~ g Rz(k) -m COS(ICT'S(TI*)) — ?)R- y (300)
so that
Tsw(k < keq) ~ ¢ cos(krs(n.)) — 3R_ (301)
SW eq) = ¥ _(1+R)1/4 s(Tx | .

This transfer function captures two key features of the acoustic peaks. First, the cos(krs) dependence
produces a series of oscillations — the imprint of the sound waves in the photon-baryon plasma —
with extrema at

X
7s (1)

giving the characteristic peak spacing of the CMB. Second, the constant offset —3R makes the
oscillations asymmetric: because baryon loading (R # 0) enhances the gravitational compressions
of the fluid but not the rarefactions (the photon pressure resists compression but does not aid
expansion), odd “compression” peaks are boosted relative to even “rarefaction” peaks. The amplitude
of this odd-even modulation (which is clearly seen in Fig. 14) is a sensitive probe of the baryon
density wy.

On small scales (k > keq, ¢ 2 300), the relevant modes enter the horizon during radiation
domination, where the potentials decay away (as above). In this regime the Sachs-Wolfe source
reduces to the bare oscillation

krs(ng) = nr (n€Z) = { ~ nnm

~ 300, 600, 900, ... (302)

S(/z, Ne) = %57 + O ~ Rz(lg) cos(krs(n*)) , Tsw (k> keq) = cos(krs) , (303)

where the latter is only a very rough estimate. Notably, the decay of ® during radiation domination
drives the oscillations resonantly, boosting the overall amplitude of the small-scale peaks relative to
the large-scale plateau — the so-called “radiation driving” effect.

6.4.3 The Doppler and ISW Contributions

The picture above describes the dominant Sachs-Wolfe contribution, but two corrections complete
the story. The first is the Doppler term. From the continuity equation 5’7 = gvv (s0 Tooppler ~

%Téw /k), the velocity perturbation is 7/2 out of phase with the density, giving

sin(k:rs)

TDoppler(k) ~ m-

(304)
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This produces oscillations in quadrature with the SW peaks, partially filling in the troughs; it is
negligible on large scales (k < r;! ~ (145Mpc)~!) but becomes relevant near the acoustic peaks.

The second correction is the integrated Sachs-Wolfe term, sourced by time-varying potentials
along the line of sight. As discussed above, ® and ¥ are constant in pure matter domination, so
the ISW effect probes departures from MD. It receives an early contribution from the residual
potential decay around the radiation-to-matter transition (which boosts power near the first peak,
since @ — 0 only after equality), a late contribution from the onset of dark-energy domination
(which adds power on the very largest scales, near the ~ 1° peak, projected through jy(k(no — 1))
with smaller g — ), and a nonlinear contribution from the evolution of ® in collapsed structures
(the Rees-Sciama effect). Together, the SW, Doppler, and ISW transfer functions — supplemented
by the damping physics discussed next — reproduce the full acoustic peak structure of Cy in the
range ¢ ~ 100-1500, one of the most precisely-measured and theoretically-understood signals in all
of physics (see Fig. 13).

6.5 Diffusion and the Damping Tail

The transfer functions above predict acoustic peaks of undiminished height out to arbitrarily small
scales. In reality, the peaks are exponentially suppressed at high ¢ by two related effects that smear
out small-scale anisotropies: Silk damping and Landau damping (as seen in Fig. 14).

6.5.1 Silk Damping

The tight coupling between photons and baryons is never perfect: photons diffuse out of overdense
regions by random-walking between scattering events. With mean free path £, = 1/(an.or), a
photon undergoes N = An/{, scatterings in a conformal time A7, so the mean-squared distance
travelled is the random-walk result

(Ar?) = NE = £, An. (305)
Integrating over the history from 1 = 0 to last scattering, the comoving diffusion length is
N d
2 n
w) ~ , 306
(1) /O anon (306)

which evaluates to rp >~ 7Mpc. Density perturbations on scales smaller than rp are washed out as
photons diffuse from hot to cold regions, exponentially damping the transfer function,

Tsw(k) — 6_(k/k8“k)2 Tsw(k‘) , ksik ~ 0.2 NIpC_1 . (307)

This Silk damping suppresses the acoustic peaks at ¢ = 1400. Physically, the effect is more than a
simple random walk: the imperfect coupling allows a slip between the electron and photon fluids,
sourced by thermal conduction and photon viscosity (anisotropic stress). A careful treatment adds
these viscosity and slip terms to the Boltzmann hierarchy, but the qualitative Gaussian damping
envelope is captured by the diffusion estimate above.

6.5.2 Landau Damping

A second, closely-related effect arises because photon decoupling (and recombination) is not instan-
taneous. Rather than being emitted from an infinitely thin surface, the CMB photons we observe
were last scattered over a finite shell in conformal time, described by the visibility function

d

g(n) = %e‘T(”), (308)

82



which is sharply peaked around z ~ 1090 but has nonzero width. Including this finite thickness
replaces the sharp projection jy(kys) in the anisotropy integral by a weighted average over the shell,

AT
T

3
swo /(;jg oo [10y + 7] jf(kX)/dT]g(n)’ (300)

which averages over modes of different phase and thereby damps fluctuations on scales below the
shell thickness (< 5Mpc). This is known as Landau damping. Combining the diffusion and
finite-thickness effects yields a total damping scale kp ~ (8.8 Mpc)~!, which sets the exponential
cutoff of the observed damping tail.

6.6 Summary So Far

Assembling all of these ingredients reproduces the familiar shape of the CMB temperature power
spectrum: a flat Sachs-Wolfe plateau at low ¢, the harmonic series of acoustic peaks at ¢ ~
300, 600, 900, ... derived above, and an exponentially-falling damping tail at high ¢. Superimposed
on this are the secondary modulations: the ISW effect dominates at the lowest multipoles and
boosts the first peak, the Doppler term contributes peaks m/2 out of phase that partially fill the
troughs, and baryon loading sets the relative heights of odd and even peaks.

6.7 Reionization

There is one further important late-time modification to the CMB. Around z ~ 6-10, the first stars
and galaxies reionized the neutral hydrogen of the intergalactic medium (H — H™), repopulating
the Universe with free electrons off which CMB photons can again Compton scatter, albeit with
small probability. The integrated probability is set by the reionization optical depth,

UES
Treio ™~ / NedrT QG dX ) (310)
0

which depends on the free-electron fraction along the line of sight. A fraction e~" of the primary
photons pass through unscattered, while the rest are scattered out of (and an isotropic background
scattered into) the line of sight, so that the observed temperature is

T(h) = (T+AT)(R)e™ ™ + T(1—e 7). (311)

scattered out scattered in

Because the rescattered photons arrive with an averaged temperature drawn from many directions,
the net effect on the anisotropies is a uniform suppression AT/T — e~ AT /T, and hence

Cyp — e 27Cy (£ 210). (312)

The restriction ¢ 2 10 applies because reionization occurs late, so its effect is confined to scales
inside the horizon at that epoch. Two important consequences follow. First, since the SW plateau
amplitude scales as A,e ™27, there is a degeneracy between the primordial amplitude Ay and the
optical depth 7; this is broken by large-scale polarization, which is generated by reionization rather
than suppressed by it (see below). Second, reionization need not be spatially uniform — it proceeds
through ionized bubbles — so 7 can be patchy, a subdominant effect that is difficult to detect but
carries information about the epoch of reionization.
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6.8 The Impact of ACDM Parameters

The power of the CMB lies in the fact that the rich structure described above depends sensitively
on the parameters of the cosmological model, allowing them to be measured with exquisite precision.
The standard ACDM model is specified by six parameters, which map onto distinct physical sectors:

As, n wy = Wh?, we = Qch? Qn (or h = Hp/100 T
sy s b bl 5 We c ) A ( - 0/ ) ) S~
inflation densities dark energy reionization

These imprint themselves on the spectrum through two main observables: the positions and the
heights of the acoustic peaks.
Peak positions. The peaks sit at the angular scale of the sound horizon,

_ 7s(7)
= dal) (313)

where the numerator (the sound horizon at last scattering) depends on the densities wy,w. that
set the expansion rate and sound speed before recombination, and the denominator (the angular-
diameter distance to the LSS) depends on the late-time expansion through Qu, Hy, €2,,. Measuring
O, thus ties together early- and late-Universe physics.

Peak heights. The relative heights of the peaks are governed by several effects: diffusion damp-
ing (set by wp,wm, which control the mean free path and the age of the Universe at decoupling); the
early ISW boost of the first peak (set by wy,,wp through the proximity of equality to recombination);
baryon loading (the odd-even modulation o (1 + R)~Y4cos —3R, set by wp); and radiation driving
(which raises the overall small-scale amplitude through the decay of ® in radiation domination).

The individual parameter dependences can then be summarized as follows:

1. A, rescales the entire spectrum (with amplitude oc Age=27), while n tilts it, raising or lowering
large scales relative to small.

2. Increasing wy changes the sound horizon 75 (and hence Oy), enhances the odd “compression”

peaks relative to the even ones, and reduces diffusion damping (stronger coupling pushes the
damping tail to higher /).

3. Increasing wy, (and hence, at fixed wy, + w,, the expansion rate and h) shifts s and x. (and
thus O4), moves matter-radiation equality earlier so that radiation driving is weaker (lowering
the high-¢ peaks), reduces the early ISW (lowering the first peak), and alters the diffusion
scale.

4. Increasing Q4 changes the distance to the CMB (degenerate with spatial curvature for a flat
k = 0 universe) and adds late-time ISW power on the largest scales.

5. Additional relativistic species, parameterized by Neg via praq = [1 + %(%)4/ 3Neff] p~, increase
the expansion rate at last scattering (changing H(n.) and hence ©;) and enhance diffusion
damping; N.g is measured precisely by tracking the damping-tail amplitude at fixed ;.

6.9 Additional Topics

The discussion so far has focused on the scalar temperature anisotropies, which are the richest
and best-measured CMB observable. We close with a brief survey of several further effects —
polarization, tensor modes, secondary anisotropies, and spectral distortions — each of which opens
an additional window onto the early and late Universe.
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6.9.1 Polarization

The Compton scattering that couples photons and electrons also polarizes the CMB. Because an
electromagnetic wave has its polarization transverse to its propagation, radiation incident along z
and scattered into Z retains only the ¢ polarization, generating linear polarization. If the radiation
field incident on a given electron were isotropic, the contributions from all incoming directions
would cancel and no net polarization would result. Polarization is therefore sourced only by an
anisotropic — specifically quadrupolar — incident intensity, weighted by the differential cross
section do/d) = (307 /87)|é- €| for € — €. The resulting polarization pattern is thus proportional
to the temperature quadrupole at last scattering.

Formally, the polarization is described by the Stokes parameters Q « |E;|> — |Ey|?> and U
2|E,||Ey| cos ¢, which specify the + and x orientations. It is more convenient to decompose these
into the coordinate-invariant E-modes (curl-free, ~ 9,0,P%) and B-modes (divergence-free,
~ eabCP“bﬁc). The polarization sourced by scalar perturbations is purely E-mode, with orientation
parallel or perpendicular to k. Estimating the quadrupole generated by the velocity gradient across
a mean free path,

5;5 = - (0(Z) — B(T0)) ~ Rufj by Ovh ~ —Llpuy (k-7)?, (314)
scatter
for scattering at #y from & = Zy + {pn, we see that the polarization is generated by diffusion
(requiring k 2> on 1Y and is sourced by velocities, so it is /2 out of phase with the temperature
peaks. Crucially, the quadrupole is erased in perfect tight coupling, so polarization probes precisely
the imperfections of the photon-baryon fluid at last scattering. This produces both FE and TE
power spectra as shown in Fig. 15.
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Figure 15: Power spectrum of CMB E-mode polarization (left) and the cross-spectrum with
temperature anisotropies (right). We plot ¢(¢ + 1)Cy/(27) in both cases. The data points are from
Planck (dark) and ACT (light). The model is predicted from the temperature spectrum (and not a
fit to the F-mode data). Reproduced from D. Baumann, Cosmology (Cambridge University Press,
2022).
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Figure 16: Power spectrum of CMB B-mode polarization, plus data from recent surveys. The solid
curve shows the prediction from primordial tensors (i.e. inflationary gravitational waves) with
r = 0.01, while the dotted line shows contributions from gravitational lensing. Reproduced from
D. Baumann, Cosmology (Cambridge University Press, 2022).

6.9.2 Tensor Modes

So far we have considered only scalar fluctuations, but inflation also generates a stochastic background
of gravitational waves. These distort the metric via dg;; D CLthj (with two polarizations h, hy)
and modify photon propagation through an extra term in the redshifting equation,

dlog(aT av o

dlog(aT) _ —— 4+ '+ U — Ini At (315)

dn dn !

so that passing gravitational waves induce a temperature quadrupole on the CMB. Unlike scalar
perturbations, tensors generate both E- and B-mode polarization (the two tensor degrees of freedom),
with oscillations at ¢ ~ nmx./n. that are not acoustic in origin (see Fig. 16). The B-mode signature
is the cleanest probe of the primordial tensor-to-scalar ratio » and hence of the energy scale of
inflation.

6.9.3 Secondary Anisotropies

Beyond the primary anisotropies imprinted at last scattering, many processes modulate the CMB
photons as they travel from the LSS to us. These secondaries carry information about the late-time
Universe, as sketched in Fig. 17.

CMB lensing. The positions of CMB photons on the sky are deflected by gravitational lensing
from intervening structure, remapping the observed direction n.ps relative to the emitted Nemit-
From the spatial geodesic equation, di'/dn = —V"* (® 4+ ¥), the net deflection is the line-of-sight
integral

X —
& = / M Vi(®+¥)dx = Viens, (316)
0 X Xx*

86



RECOMBINATION
(SURFACE OF LAST SCATTERING)
1100
t = 380 kyr

INFLATION
t<10¥s

COSMIC HISTORY
z2<1100 >0

Figure 17: Sketch of various CMB secondaries. The main secondaries are the ISW effect (from
time-varying potentials), CMB lensing (from the geodesic distortion induced by large-scale structure),
and the thermal and kinematic Sunyaev-Zel’dovich signals. Respectively, these carry information
about dark energy (and matter-radiation equality), the distribution of dark matter, electron pressure,
and electron momenta, and have all been detected at high signal-to-noise. Al-generated image
(ChatGPT).
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so that 0T (n) — 6T(n + &) = 6T(R) + Viens - V 0T Lensing smooths the acoustic peaks, transfers
E-modes into B-modes, and sources additional small-scale power. Most importantly, it renders
the CMB slightly non-Gaussian and statistically anisotropic: the off-diagonal two-point function
(@emag,, ) no longer vanishes but picks up a term o< ¢(;_p)(m—m), equivalent to a four-point function
(TTTT) ~ (TT)*{¢¢). This makes lensing a powerful probe of the integrated potential ® + ¥
and hence of late-Universe physics. This additionally contributes to polarization, and is a major
contaminant to searches for primordial gravitational waves using B-modes (see Fig. 16).

Moving lens. A lens moving transversely to the line of sight produces a time-varying potential,

$ = —V, -V, ®, which via the ISW mechanism imprints a dipole-like temperature pattern,
AT e
& = _2/dxvl-m(<1>+q;). (317)

This moving-lens effect has recently been detected by combining CMB maps with galaxy surveys to
predict the transverse velocities V| .

Shapiro time delay. Just as lensing distorts the direction of photons, the same potentials delay
their arrival time, 6n = — [ dx (® + ¥), shifting the effective distance to last scattering, x — x + dx.
The induced temperature change dx 9,7 is tiny, since the CMB is emitted from a thin shell, making
this effect very hard to observe.

Patchy screening. Recall that reionization suppresses the anisotropies by e~7. Since 7 is
in reality spatially varying (reionization proceeds in bubbles), the screening is patchy: 6Tops =~
Tops — 07(n) Tops(n2), which — like lensing — modulates the CMB and induces non-Gaussianity.
This effect has very recently been close to detection.

Sunyaev-Zeldovich effects. CMB photons can scatter off free electrons in the gas of the late
Universe, producing the Sunyaev-Zeldovich (SZ) effects. In the thermal SZ effect, photons
scatter off hot cluster gas, conserving photon number but transferring energy, which distorts the
spectrum away from a blackbody:

AT ~ / dlneor kBT; x (frequency factor), (318)
MeC
scattering prob. energy transfer
which depends on the integrated electron pressure and produces frequency-dependent hot-spots
around galaxy clusters — a powerful probe of cluster gas profiles. In the kinetic SZ effect, photons
scatter off the bulk motion of electrons via a Doppler shift, with no frequency change (so the
spectrum remains a blackbody):

i /dlneaT (U.-1) (319)
T ~——

~——~—" LOS velocity
scattering prob.

which traces the large-scale velocity field and the electron distribution. Both SZ effects, along with
lensing, the ISW effect, and patchy screening, can be organized by their characteristic line-of-sight
kernels — [dy® (ISW), V®- VT (lensing), —67 T (screening), S nevy (kSZ), and [ n.T. (tSZ).
Numerous further secondaries exist, including polarized, rotational and relativistic SZ, Rayleigh
scattering, the Rees-Sciama effect, cosmic birefringence, and post-Born lensing.
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6.9.4 Spectral Distortions

Finally, we have throughout assumed the CMB to be a perfect blackbody, with photon occupation
number n(v, T) = (/8T —1)=1. Departures from this — spectral distortions — arise whenever
energy is injected into the photons or redistributed among them; note that adding energy distorts
the spectrum unless photons are also created. The phenomenology depends on redshift, since it is
set by the efficiency of the photon-number-changing and energy-redistributing interactions:

e At very high redshift (z > 10%), all relevant processes — double Compton scattering and
bremsstrahlung (which create photons) together with Compton scattering (which redistributes
energy) — are efficient, so any injected energy is rapidly thermalized into a new blackbody at
a slightly higher temperature, leaving no distortion.

e For z ~ 105105, photon-creating processes freeze out but Compton scattering still efficiently
redistributes energy at fixed photon number. Energy injection then drives the occupation
number towards a Bose-Einstein form with a nonzero chemical potential, n(x) = (e**# — 1)~
yielding a p-distortion. Sources at these redshifts include the dissipation of acoustic waves
(Silk damping), decaying particles, and primordial magnetic fields; the standard ACDM
prediction is p ~ 1078,

e For z < 10%, even Compton scattering becomes inefficient, and energy injection produces
a y-distortion that probes lower-energy processes such as scattering off hot electrons; the
ACDM prediction is y ~ 1076,

Spectral distortions offer a genuinely new view of the thermal history, but they remain undetected:
the best constraints to date come from the COBE/FIRAS measurement of the blackbody spectrum.

7 Large-Scale Structure

The dark-matter and baryon perturbations developed in the previous chapter provide an excellent
description of the early Universe, where |6| ~ 107 and squared perturbations are completely
negligible. As discussed there (see in particular §5.8 and Fig.11), this linear evolution maps
inflationary curvature perturbations onto a characteristic matter power spectrum

Pingy ~ 7 < Mea (320)
k= log (k:/k:eq) k> keq,

with the time dependence factored out through the linear growth factor D(n): 6, (k,n) =
D(n) 61, (K), with D o loga during radiation domination (the Mészéros effect) and D  a during
matter domination. As we saw in §6, this linear description is sufficient to predict the temperature
anisotropies of the CMB, since the relevant photon-baryon perturbations at last scattering are still
safely |0] < 1.

The situation at low redshift is more complicated. Although linear theory remains exact at
z> 1 (when §2? < |d]), gravitational collapse continually transfers power from large to small scales,
and by today the modes with k& > 0.1 A Mpc~! have grown to |6| ~ O(1). On these nonlinear scales

the linear treatment fails, and we need a genuinely nonperturbative or higher-order description.®? In

82 Just as for the matter power spectrum, the late-time density field also retains an oscillatory BAO feature inherited
from baryon-photon coupling at recombination (cf. §5.10.4); these oscillations are the standard ruler used by modern
galaxy surveys to measure the expansion history.
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this final section, we lay out the standard perturbation theory expansion for the matter density
on subhorizon scales, develop it to one-loop order, extend it to galaxies via the bias expansion, and
conclude with a brief discussion of the effective field theory reformulation that underpins all
modern galaxy-survey analyses.

7.1 Newtonian Fluid Equations

The starting point is the system of equations governing the dark-matter density and velocity on
subhorizon scales. We work throughout in the limit k > H, where the typical wavelength of interest
is much smaller than the Hubble radius and the relativistic effects of structure formation can be
neglected — this is the Newtonian limit of cosmological perturbation theory. For simplicity we
further restrict to a universe containing only dark matter and a cosmological constant, ignoring
radiation and treating the baryons as part of the cold pressureless fluid. The dark matter then
behaves as a non-relativistic perfect fluid governed by

8, +V-[(1+3,)7] =0, (continuity) (321)
7+ (0-V)§ = —HT—-V®,  (Euler) (322)
V20 = 47Ga’py 6y = %HQQm Om (Poisson) (323)

where primes denote conformal-time derivatives, (0, = pm/perit i the matter density parameter,
and we have dropped the ® source term in the Euler equation since on subhorizon scales ®' < W<I>|
The Hubble drag —Hv arises from the expansion of the background, the gravitational source on
the right-hand side of Euler couples velocity to density via the potential, and the Poisson equation
closes the system by relating ® to d,,. As we shall see, throughout this section it is convenient to
work with the velocity divergence

0 =V-u, (324)
since the irrotational component of ¥ is fully captured by 0 via v = 6(V‘29), and any vorticity
decays away with the expansion in the absence of shell crossing.

7.2 Linear Solution

At first order, dropping all quadratic and higher products of §,, and v, the fluid equations linearize
to

§,+0 =0, O+HI=-VS = -3, 5,. (325)

Differentiating the continuity equation and substituting Euler eliminates 6, yielding the second-order
growth equation for the matter density contrast,

5+ H O — 3H? Q6 = 0, (326)

which is precisely the subhorizon limit of the relativistic growth equation derived in §5.8. Because
this equation is scale-independent, its solution factorizes into a k-independent time evolution and a
k-dependent initial profile,

—

5m(k7>n) = D(n) 5L(E)a 9(E7 77) = —HfD(U) 5L(E)a (327)
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where 07, (k) is the linear density field set by the primordial initial conditions, and D(n) is the linear
growth factor satisfying

D" +HD' - 3H?*Q,,D = 0. (328)

The velocity normalization follows from continuity, § = —4/ ., which expresses the velocity divergence
in terms of the time-derivative of the density and motivates the definition of the linear growth
rate

dlog D

f= dloga ’

(329)

i.e. the logarithmic derivative of the growth factor. In matter domination (2, = 1), the growing-
mode solution is D o« a and f — 1, recovering the familiar d,, o a result. As A takes over at z < 0.5,
growth slows and D asymptotes to a constant, with f — 0. In a generic flat ACDM background,
the growing-mode solution can be written in closed form as

a(n) CL,
D(y) = Do’H(U)/O [Hf(l)]g)

where Dy is a normalization constant (typically fixed by D(ng) = 1, i.e. relative to today). This
integral form makes manifest that D depends only on the background expansion history, and it
reproduces the matter-era result D o a as well as the gradual slowdown of growth in the dark-energy

(330)

era.

7.3 Standard Perturbation Theory

The linear solution holds only while |§,,| < 1. To go beyond linear order, we expand the full
nonlinear fluid equations perturbatively in powers of the linear field, treating <5%>}%/2 < 1 on some
smoothing scale R as the formal small parameter. The strategy is the standard one: insert the
linear solution into the quadratic source terms to generate a second-order correction, feed both into
the cubic sources for a third-order correction, and so on, generating an entire tower of perturbative
pieces 6™, 0" each of order o7.

For the algebra, it is cleanest to move to Fourier space, where the nonlinear continuity equation
takes the form

. . d3p i o . .
o) +0(Fn) = = [ 5 o F = ) 0(50) 6E — o). (331)
with the advection kernel
L kP
a(pk—p) = R (332)

and the nonlinear Euler equation becomes

d®p

0'(k,m) + HO(K,m) + §4°, 6(Fm) = — / G PP E-DOE O -Fm),  (333)
with the velocity-coupling kernel
- k5 (k- p)
Bpk—p) = —— 2 334
( g 2p |k — pl? .
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The mode-coupling integrals on the right-hand sides describe how pairs of modes generate a third
one: « controls the transport of density by velocity (the convective V- (6¥) term in continuity),
while 8 controls the nonlinear advection of momentum (the (- V)% term in Euler). Schematically,
the second-order solution then takes the form §(2), () ~ fﬁé 101, < D262, sourced by products of
linear quantities.

7.3.1 The Perturbative Ansatz and the SPT Kernels

A clean way to organize this expansion is to write all higher-order pieces in terms of convolutions of
01, alone, with the time and momentum dependence neatly factored apart:

n 3, .
Z D (s / [H é 7313 5L(@)] (2m)on( i — F) Ful@ o ), (335)

(2m)dn( X, — K) Gu(Br, . 50) . (336)

The dimensionless functions F,, and G,, are the SPT kernels: F;, controls the nth-order density
and G,, the corresponding velocity divergence, with the entire scale dependence encoded in the
kernel arguments and the entire time dependence carried by D™ and (HfD)™ respectively. By
construction, the nth-order correction grows as 6 [D )™, so successive orders are suppressed
by additional powers of the linear amplitude.

The kernels are fixed by substituting the ansatz back into the nonlinear fluid equations and
matching order by order, which yields a set of algebraic recursion relations. At lowest order,

= (G1 = 1 trivially recovers the linear solution. At second order, the explicit symmetric forms

read
L. _ 5 11 k1 ko 2 7.\2
Fy(ki ko) = 24 L(ky ky) T + = I + 2(ky  ko)?, (337)
Lo _ 3 1/7.. 1 k1 ko 407, 7.\2
Gg(kl, kg) = 3 + §(k1 . ]CQ) ka + kil + 7(]{?1 kg) , (338)

or equivalently, in terms of the symmetrized advection and velocity-coupling kernels,
Fy =3a+2p8, Gy =32a+318. (339)

The same procedure generates F),, G, to arbitrary order, with each successive kernel built recursively
from products of lower-order ones — in principle, all of the structure of weakly-nonlinear gravitational
clustering is encoded as a tower of algebraic kernel formulae.

7.4 The One-Loop Power Spectrum

The most important application of perturbation theory is the computation of the next-to-leading
correction to the matter power spectrum — the so-called 1-loop contribution. At leading order,
the power spectrum is simply the variance of the first-order field,

Pui(k,n) = (6W(k,n) 6D (k,n)) = D*(n) Pr(k), (340)
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where Pr(k) is the linear power spectrum set by the initial conditions, <5L(E)5E(E’)> = (2m)36p (k —
K )Pr(k); this is the result that we have used throughout. To go beyond, we expand the full power
spectrum in powers of the perturbative pieces,

Po(k,n) = (6 +6@ +6® + ) (60 +6® +6® + .. )", (341)

and identify the lowest-order nontrivial corrections. The cross-term (§()§*) vanishes by Gaus-
sianity: since §(2) ~ 67,07, this correlator reduces to the three-point function (3 ), which vanishes
identically for a Gaussian field. The Gaussianity of 7, is in turn a direct prediction of single-field
inflation. The leading nontrivial corrections are therefore the two pieces of order D4P£:

Py(k,n) = (6@6P7), Pig(k,n) = 2Re (66@"), (342)

which together constitute the one-loop correction.

7.4.1 The P, Contribution
Inserting the second-order ansatz into the variance gives

3 3,/ . . . -
Pa(kn) = D) [ (55 ks PR = ) F 07 F = ) 0ok = ) 630053 (F - ) (343

For a Gaussian field, the four-point function factorizes into a sum of three two-point pairings via
Wick’s theorem,

<51 02 03 54> = <51(5Q><(53(54> + <(51(53><5254> + <5154><(52(53> (344)

Of the three contractions, the first — pairing the two “incoming” legs 61 (5)0L(k — ) together
— enforces k = 0 via the resulting Dirac delta and is dropped, since it contributes only at zero
wavenumber where the mean has been subtracted. The remaining two contractions both pair an
incoming leg with an outgoing leg, generating op(p— p’) and ép(p— (E — 7)) respectively, and they
are equal by the symmetry F(d, 5) = Fy(b, @). Carrying out the resulting momentum integrals
yields a single loop integral with an overall combinatoric factor of two:

3
Pain) = 20'0) [ 5 [P = Puo) PulF = 7). (345)

A useful check is that Fy(Z, —&) = 0, which guarantees that Py — 0 as k— 0, as required by mass
and momentum conservation: large-scale modes cannot be sourced by mode coupling alone.

7.4.2 The P;3 Contribution

For P;3, the third-order field 63 ~ f F38.8.0; correlates with 6 ~ 6 to give a single contraction
of the internal 7, pairs against the external d;. With three equivalent ways to pair the external leg
with one of the three internal legs of 63, the result is

W(EYs@*(E)) — 6D Ep e
2Re (50)(5)50(B)) = 60" Pulh) [ 5 Fe P~ F) Pulo). (316)

where F3 is the symmetrized third-order SPT kernel. The structure is particularly clean: an external
factor of Pr (k) multiplies a single loop integral over Pr(p), weighted by the kernel evaluated at the
configuration (7, —p, k).
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Figure 18: Comparison of the tree-level (green) and one-loop(blue and red) dark matter power
spectra with the measurements from numerical simulations. On large-scales, the theory is dominated
by the linear terms, with one-loop corrections important for & > 0.1h Mpc~!. Despite the addition
of higher-order terms, standard perturbation theory (SPT) does not provide a better fit to the data
than linear theory; this is resolved by the Effective Field Theory (EFT), which provides an excellent
fit for & < 0.3h Mpc .

7.4.3 The 1-Loop Result

Combining the two contributions, the matter power spectrum at next-to-leading order — the 1-loop
power spectrum — reads

Pn(k,m) = D*(n) Pr(k) (347)

3 3
+D4(n){2/(§7§3 12 o) PuF = ) + 6 P20 [ 55 Pt = PL<p>} |

The terminology loop is borrowed from quantum field theory: Pso and Pj3 correspond to diagrams
with a single internal momentum integral, exactly analogous to one-loop Feynman graphs. Physically,
the 1-loop correction enhances power on small scales — where mode coupling is important — while
leaving the largest scales close to the linear prediction. This is shown in Figure 18.

Applications and limitations. The 1-loop power spectrum, together with its 2-loop extension
(recently applied to lensing data from the Dark Energy Survey), provides a quantitatively useful
description of the matter clustering on quasi-linear scales: it is the relevant theoretical input for
weak gravitational lensing of background galaxies, for the broadband shape of P, (k) in the
BAO regime (k < 0.2hMpc™!), and for a host of related observables. Its limitations are built
into the logic of the expansion itself: once |[0| 2 1, no finite number of terms can converge, and
the perturbative series breaks down. SPT is therefore a controlled large-scale model, and must
be supplemented by simulations, halo models, or (as we discuss below) the EFT extension on the
deeply nonlinear scales of galaxy clusters.

94



7.5 Galaxy Bias

In practice, the dark-matter distribution is very hard to measure directly — the principal exception
being gravitational lensing, which is sensitive to the projected matter density along the line of sight.
Our best observational handle on large-scale structure is instead the spatial pattern of luminous
tracers, especially galaxies. Their number density defines a separate overdensity field,

7 _ ng(%,n) — ng(n)
B = T

which can be analyzed by the same statistical machinery as é,,. The key physical observation
is that on sufficiently large scales galaxies trace the underlying matter distribution: regions of
high dark-matter density are precisely the regions in which dark-matter halos form and galaxies
subsequently emerge by the cooling of baryons within them. At leading order, this physics is
captured by a single multiplicative coefficient, the linear bias by,

, (348)

- —

5g(ka77) = 51(77) 5m(k777) + (noise), (349)

where the noise is a stochastic contribution uncorrelated with &,,, arising from the discrete and
finite sampling of the underlying continuous field. Taking the two-point function, the galaxy power
spectrum then takes the simple form

ng(ka 77) = b%(n) Pmm(lﬁ 77) + Pihot (350)

where the shot-noise contribution Py ~ 1/74 is a white-noise term from the finite sample size.
Crucially, by is not predicted from first principles — it depends on all the messy details of galaxy
formation — but it can be measured directly from the data and marginalized over in the cosmological
analysis.

7.5.1 The Higher-Order Bias Expansion

The linear-bias model is only the leading term in a systematic expansion of ¢4 in powers of the matter
density and its derivatives. At second order in §,,, the most general local expression consistent with
the symmetries of the problem reads

. B B 8;0; 2
3(E) = D) ) + baC) ) + )|t = 40 )| 4| 5D
o) o

plus many more terms at O(6%) and beyond. The first new operator, §2,, captures the nonlinear
response of galaxy formation to the local density; the second, the squared tidal tensor s;; =
(0;0;/9* — %(5@-) 0m, €ncodes the response to anisotropic stretching of the matter field. These two
operators exhaust the second-order possibilities consistent with three guiding principles:

1. Isotropy and homogeneity: J, must be a scalar built from d,, and its derivatives, with no
preferred direction — so single-derivative operators such as 0;0,, are forbidden.

2. Locality: J, at a point depends only on d,, in a small neighbourhood, not on far-away values

O (Z + Ff), since galaxy formation is a local process.®?

83Higher-derivative terms such as V24,, are nevertheless allowed because they arise locally; they enter at higher
order in k and are suppressed by an additional factor of szgal for some characteristic galaxy scale Rgal.
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3. The equivalence principle: ¢, cannot depend on ® or 9;® (the gravitational acceleration),
since these are coordinate artifacts of the freely-falling frame; only second and higher derivatives
of ®, which carry genuine tidal information, may appear.

7.5.2 The Galaxy Power Spectrum Pipeline

Putting all the pieces together, a model for the observed galaxy power spectrum is built up through
a clean four-step pipeline:

R(k) 2R 5 k), D(y) 2R, 50 5@ = 6, P 5 = bid .. 22 Py(kn).

The inflationary curvature perturbation sets the initial conditions; the linear growth factor evolves
them into a (still small) late-time linear field; SPT generates the nonlinear matter overdensity
to the required loop order; and the bias expansion converts this into a galaxy overdensity, whose
two-point function gives the observed power spectrum. In any real analysis, one must additionally
include redshift-space distortions, noise contributions, and instrumental systematics.®* At next-to-
leading order, this 1-loop bias-expanded model is the standard analysis pipeline used in the current
generation of galaxy surveys, including DESI and Euclid; the 2-loop extension is an active frontier.

7.6 The Effective Field Theory of Large-Scale Structure

The standard perturbation theory developed in the previous subsections suffers from a fundamental
tension: it is constructed as an expansion in d,,, but §,, is large precisely on the small scales where
nonlinear evolution is most important. Quantitatively, the variance of the matter density field
receives a contribution from arbitrarily small scales,

3
2(F) = (82(7)) = / (;’;3 Po(k) ~ 10g kmax — 00, (352)

since P, ~ k™3 on small scales gives a logarithmic UV divergence. Although mild, this divergence
signals that there is no scale on which |§| is genuinely small, and so naively no scale on which
the perturbative expansion is under control. Worse, the SPT loop integrals couple modes of all
wavenumbers,

3
Pa(k) ~ 2 / (;if;s IFl? Pu(p) Po(lf - 7). (353)

so even a large-scale prediction for Py (k) at k < 1 hMpc~! depends on integrals over loop momenta
p extending into the deeply nonlinear regime, where the perturbative description has no business
applying. Empirically, this manifests in the unhappy observation that vanilla 1-loop SPT does
not in fact provide a better fit to data than the linear theory it was meant to improve upon (see
Figure 18).

84Redshift-space distortions arise because the radial coordinate of a galaxy is inferred from its redshift, which is
the sum of a cosmological expansion piece and a peculiar-velocity piece. The resulting position is therefore shifted
by 7 -U/H along the line of sight, breaking statistical isotropy and introducing an angular dependence in the galaxy
power spectrum, Pyg4(k, 1), with p = k-f.
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7.6.1 The EFT Solution: Smoothing and Counterterms

The modern resolution is the effective field theory of large-scale structure (EFT of LSS),
which does the perturbative expansion more carefully by acknowledging that small-scale physics is
not under our control and explicitly integrating it out of the long-wavelength dynamics. The key
technical step is to introduce a comoving wavenumber cutoff A and replace the bare fields by their
smoothed counterparts,

Spa(k) =

{6m(k) . k<A, (354)

0, k>A,

and similarly for U, with A chosen large enough that (5%)1/ 2 < 1. By construction, the smoothed
variance is finite and the perturbative expansion in §, is genuinely controlled.

Applying the smoothing to the fluid equations themselves — not merely to the final answer
— yields modified equations of motion for dj, ¥a, with new counterterms that account for the
back-reaction of the integrated-out short modes on the long-wavelength dynamics. Schematically,
the smoothing does not commute with the nonlinear products of the fluid equations: [00]p # Jp U,
and the difference is precisely the (finite) effect of subgrid physics on the long-wavelength fluid. The
recipe is then:

1. Smooth the fluid equations at scale A, generating new source terms for d,, Ua.
2. Solve the smoothed system perturbatively, exactly as in SPT.
3. Compute the power spectrum of d5, with all loop integrals now cut off at A.

At one loop, the resulting EFT power spectrum takes the form

\By|> P P + 6/

Pn(k) = D?>P(k) + D4{2/ K

Py Py (k) PL} _ (W) R PL(R), | (355)

<A

with two key modifications relative to bare SPT: (a) the loop integrals are now truncated at p < A,
and (b) there is a new counterterm —c2(A) k% Pp(k), whose structure looks like that of an effective
sound speed for the dark-matter fluid (hence the suggestive notation).

7.6.2 Renormalization and Physical Predictions

The deep insight at the heart of the EFT formalism is that the smoothing scale A was introduced
as a purely computational trick and cannot appear in any physical observable. Demanding that
the long-wavelength P, (k) at k < A be independent of A then fixes the running of the counterterm
coefficient ¢2(A) in such a way that the A-dependence cancels between the truncated loop integrals
and the counterterm. This is precisely the mechanism of renormalization familiar from quantum
field theory: short-distance physics is absorbed into a renormalized coefficient (here c2), which
encodes the response of the long-wavelength dynamics to subgrid effects and is treated as a free
parameter to be fit to data or to simulations. Once fit, the EFT 1-loop power spectrum provides a
reliable description of large-scale clustering well into the mildly nonlinear regime, with controlled
theoretical errors at any chosen k. This is clearly demonstrated in Figure 18.

This formalism has reshaped modern galaxy-survey cosmology: all current cosmological analyses
of galaxy clustering data, from BOSS through DESI to Euclid, are built on the 1-loop EFT
framework, suitably extended by the bias expansion of §7.5 and by redshift-space distortions. The
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full technical theory is substantially more elaborate than the sketch presented here, with deep ties
to renormalization-group running, operator product expansions, and infrared resummation — but
the basic philosophy is the simple one outlined above: smooth, expand, and renormalize.

The End

Thanks for joining me to explore Cosmology! For further reading, see the excellent books by
Daniel Baumann (which follows these notes), Steven Weinberg (which goes a bit deeper into the
mathematics), and Scott Dodelson & Fabian Schmidt (which has a particularly excellent CMB
section). Also see Anthony Challinor’s online notes on CMB anisotropies and my own notes on the
EFT of Large-Scale Structure. Please, get in touch with any questions!
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